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The design of computer instruction sets has been mostly considered as being a
manual process, due to complications between hardware and software, and the lack
of suitable design tools.  The manual process limits understanding of the hardware/
software interface and tradeoffs.  Motivated by this limitation, the design automation
system ASIA (Automatic Synthesis for Instruction-set Architecture) was developed
to systematize the design process for instruction sets.  This paper presents a case
study of using ASIA in synthesis and design exploration for application specific
Symbolic (Prolog) computing.  Instruction sets are optimized for given applications
while maintaining their support for general Prolog execution.  The results are
compared with the VLSI-BAM processor, a manually-designed, general purpose
instruction set processor for Prolog.  The experiments show that: (1) the systematic
and quantitative approach to instruction set design is feasible; (2) the design space of
application-specific instruction sets consists of multiple dimensions across hardware
and software, and ASIA is capable of exploiting such a complex design space and
managing the hardware/software interactions; (3) the architectural properties of
software applications vary significantly; therefore, (4) application specific instruction
sets can provide better performance/cost tradeoff than can the general purpose
instruction set processor in the context of specific application domains.

Keywords:  instruction set architecture synthesis, application specific instruction set
processor, architectural analysis, design exploration.

1.  INTRODUCTION

The maturity of high-level (behavioral) synthesis techniques has encouraged
researchers to investigate synthesis at the system level.  One such area is synthesis
for application-specific instruction set processors (ASIP’s), which are programmable
processors customized for specific applications.  It has been suggested by some
researchers in both academy (e.g., [3, 12]) and industry (e.g., [8]) that the flexibility
and performance/cost efficiency of ASIPs make them an attractive alternative to
application-specific embedded system designs.  ASIP synthesis is challenging in that
it includes interacting hardware and software components.  On the one hand, the
instruction set, i.e., the architecture specification, is the most abstract form of hardware
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to be designed.  Examples of research work in automatic instruction set design
includes [1-3] and [12].  On the other hand, application programs (software) have
to be efficiently mapped to machine code, based on the given instruction set.
Examples of research work in code generation include [9, 13] and [14].  Instruction
set design and code generation are interdependent, which has been recognized in
[18, 4] and [10].

The availability of emerging ASIP synthesis methodologies and tools makes
it possible to systematically investigate the following architectural issues associated
with ASIP based design.  These issues are essential to the feasibility of the ASIP
based design, and are difficult to resolve by means of manual approaches.

• Can an application-specific instruction set processor provide better performance/
cost tradeoff than a general purpose instruction set processor in the context of a
specific application domain? If yes, how can it be designed, including its hardware
and software components? Although the performance/cost improvement of gen-
eral purpose instruction set processors has been very significant over the past years,
it is possible to achieve even better performance and lower cost for certain
application specific domains by stripping down instructions and hardware which
are never or seldom utilized and/or by adding extra instructions and hardware
which best match the characteristics of the target applications.  If ASIP’s can be
shown to be a feasible design style for a given application domain, then the next
question is how both hardware and software components can be derived from
a given application with less design effort than is required in designing general
purpose processors.

• Can software take advantage of ASIP’s? A particular concern in ASIP design is
whether an application specific instruction set can be utilized by a specific ap-
plication software.  One guideline found in many modern RISC instruction set
architecture designs is that every instruction should be useful: used either by
the compiler or in the machine code of the application software if it is
manually compiled.

• How do the input patterns of the given applications affect the instruction set design?
The input pattern determines the run time behavior of the processor.  Whether
the optimizing instruction sets vary or not with respect to variation in the input
patterns of given applications is an important design issue for both architecture
and applications.

• What are the boundaries of the design space for given applications? The design
space of an instruction set has multiple dimensions, including the instruction set
size, instruction semantics, dynamic cycle count, hardware resources, and pipeline
structure.  It is desirable to promptly determine the boundaries of the design space
in order to obtain a feasible design style or sketch early in the design process.
In addition, since some design dimensions are correlated, identification of such
correlation can shorten the time needed to explore the design space.

This paper presents a case study of using the design automation system ASIA
to synthesize the instruction sets and explore the design space in an application
specific environment.  Experiments were conducted and analyzed to answer the
above architectural questions.  Instruction sets were synthesized for symbolic com-
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puting (Prolog) since the application benchmarks, compiler and hardware were
accessible within our research group.  If desirable, experiments for other program-
ming languages can be performed as well.

The rest of this paper is organized as follows.  Section 2 gives a brief overview
of the design automation system ASIA.  Section 3 describes the experiment setups.
Section 4 reports and discusses the experiment results.  Section 5 presents con-
clusions and future directions.

2.  THE ASIA DESIGN AUTOMATION SYSTEM2

ASIA (Automatic Synthesis of Instruction-set Architecture) is a design au-
tomation system for instruction set design.  Fig. 1 depicts the structure of ASIA.
The inputs of ASIA consist of the following data:

2 This section contains selected materials from [4] and is included in this paper as a brief introduction
for the design automation system ASIA, so that the experiment methodology and results in the rest
of this paper can be clearly comprehended.

• Applications.  A set of software applications, given by the designer, is used to
customize the instruction set architecture.  In addition, it also serves as a benchmark
to validate the usefulness of the synthesized instructions.  An application consists
of basic blocks, as defined in compiler textbooks.  A preprocessor maps basic blocks
into dependency graphs of micro-operations (MOPs).  The execution frequency
of basic blocks is also provided by the designer.

• Architecture template.  Ideally, it is desirable for the design automation system
to select the most feasible architecture template from a pool of candidate templates

Fig. 1.  The scheduling/allocation process with an integrated instruction-formation process.

For the given inputs, ASIA produces the following design entities as outputs.
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and implement the design details.  However, we have adopted a simpler approach
for our current method in order to manage the complexity of the problem.  In
our approach, the designer provides an architecture template for the target
machine in order to constrain the design space of the hardware.  The template
specifies the pipeline stages, supported micro-operations, operational delays and
the topology of data path components (i.e., the achievable data movements in
the data path).  However, the numbers of data path resources, such as the read/
write ports of the register file, memory ports and functional units, are not specified
in the architecture template.  The numbers of the resources are determined by
the resource allocator of ASIA.  In addition, the designer has to provide the bit-
width specification for the instruction word and fields.  The architecture template
is specified by four tables that describe the supported MOPs, the operational
latency of data path components, the latency between operation pairs, and the
bit widths for instruction fields.  Examples of the tables are given in Table 1, Table
2, Table 3 and Table 4, respectively.

Table 1.  MOP specification (9 of the 35 MOPs are listed).

Type Instruction
MOP* Hardware Cost‡ Execution stages**ID Format Cost†

rra R1 <- R1 + R2 R1, R2 2 R, 1 W, 1 F Sread, Sarith, Swrite

rrai R1 <- Immed + R2 R1, R2, I 1 R, 1 W, 1 F Sread, Sarith, Swrite

rrait R1 <- Tag^(Immed + R2) R1, R2, T, I 1 R, 1 W, 1 F Sread, Sarith, Swrite

rmd R1 <- mem(R2 + Immed) R1, R2, I 1 R, 1 W, 1 M, 1 F Sread, Sarith, Smem, Swrite

mr mem(R1) <- R3 R1, R2 2 R, 1 M Sread, Smem

mi mem(R1) <- Immed R1, I 1 R, 1 M Sread, Smem

mrd mem(R1 + Disp) <- R2 R1, R2, D 2 R, 1 M, 1 F Sread, Sarith, Swrite

mrad mem(R1 + Disp) <- R2 + Immed R1, R2, D, I 2 R, 1 M, 2 F Sread, Sarith, Swrite

jd pc <- pc + Immed I 1F Sarith

*. The operator ‘^’ appends a tag to a value before the value is sent to a destination.
†. ‘R1’ and ‘R2’ are register specifiers, ‘I’ is the immediate data, ‘T’ is the data tag, ‘D’ is

the displacement.
‡. Notation: ‘R’=read port of register-file, ‘W’=write port of register-file, ‘M’=memory port,

‘F’=functional unit, and the value is the number of a particular hardware resource. For
example, ‘2R’ means two read ports for register-file.

**. Notation: ‘Sread’=register read stage; ‘Sarith’ =arithmetic stage, ‘Smem’=memory stage,
‘Swrite’=register write stage.

Table 2. Timing parameters: latencies of data path components.

Data path module Latency

Register read 1
Register write 1
Memory access 2
Arithmetic/Logic 1
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Table 3. Timing parameters: latencies of operation pairs.

Delayed Delayed
Operation pair Operation paircycles cycles

arithmetic-arithmetic (A-A) 0 memory-control (M-C) 1

arithmetic-memory (A-M) 0 control-arithmetic (C-A) 1

arithmetic-control (A-C) 0 control-memory (C-M) 1

memory-arithmetic (M-A) 1 control-control (C-C) 1

memory-memory (M-M) 1

Table 4. Bit width specification for instruction field types.

Instruction Field Type Number of bits

instruction word 32

opcode 6

register (R) 5

tag (T) 5

displacement (D) 8

immediate (I) 16

relation (<,=,>,≠) operator (OP) 2

• Objective function and design constraints.  Instruction set design involves opti-
mization over multiple design criteria, including the instruction set size, the
dynamic cycle count, the static code size and the numbers of the data path resources.
Therefore, the designer has to provide an objective function to control the tradeoffs
between the design criteria.

• Application specific instruction set.  Instructions generated by ASIA have a fixed
word width, which is provided by the designer as a design constraint.  Each
instruction may contain one or more parallel MOPs.  The instruction set is
customized for given applications.  The synthesis process is guided by the objective
function.  The design space of instructions includes many features in modern
pipelined instruction set processors, such as parallel MOPs, operand (field)
encoding, implicit immediate data, delayed load/store/branch, and conditional
execution of MOPs.

• Microarchitecture.  ASIA generates the microarchitecture by allocating the num-
bers of the hardware resources in the given architecture template.  The resources
allocated by ASIA include the read and write ports of the register file, the memory
ports and the functional units (ALU’s).

• Assembly code.  ASIA also compiles the given applications into assembly code,
based on the synthesized instruction set.  The automatically generated assembly
code demonstrates how the synthesized instruction set can be used to compile
applications effectively.  In addition, the assembly code can be simulated at either
the architecture or microarchitecture level to verify behavior and performance.
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The instruction set design is formulated as a simultaneous scheduling/allocation
problem with an integrated instruction formation process.  In the formulation, MOPs
which represent the application software are scheduled into time steps, subject to
instruction word width, dependency and timing constraints.  While MOPs are sched-
uled into time steps, hardware resources are allocated, and instructions are formed
at the same time.  Note that instruction formation has effects on resource allocation
as well.  The assembly code is obtained from the schedule after the instruction set
is finalized.

We use a simulated annealing algorithm to solve the scheduling/allocation
problem.  An initial schedule of a given application, produced by a preprocessor,
is given to the algorithm as the initial design state.  The algorithm then makes random
movements in the design space by applying move operators to change the design
state.  In each movement, one MOP is selected randomly or according to some
heuristics and assigned to a randomly selected time step.  Or, an instruction formation
process can be applied to a time step to transform the semantics of the instruction
at the time step.  All of these movements are subject to timing and dependency
constraints.  As the temperature is reduced, the optimizing instruction set and
assembly code for the given application can be derived from the final schedule.

The move operators which change the design state are grouped into two classes:

• Manipulation of instruction semantics

Unification: Unify two register operands in the MOPs.  Split: Cancel the effect
of the ‘unification’ operator.  Implicit value: Bind a register operand field to a
specific register, or bind an immediate data field to a specific value.  Explicit value:
Cancel the effect of the ‘implicit value’ operator.  Generalization: If the current
instruction format of the selected time step contains encoded operands, make these
operands general and explicit in the instruction fields.

• Manipulation of MOP’s locations

Interchange: Interchange the locations of two MOPs from different time steps.
Displacement: Displace an MOP to another time step.  Insertion: Insert an empty
time step after or before the selected time step and move one MOP to the new
time step.  Deletion: Delete the selected time step if it is an empty one.

In addition, there are some designer-controllable parameters in the algorithm:
The cooling schedule updates the current temperature.  The movement accepting
rules control the stability of the design state at various temperature levels.  The
heuristics are used to select move operators and MOP targets when violation of
design constraints are resolved.

The synthesis steps are summarized as follows.

1. A given application is translated into dependency graphs of MOPs which
are supported by the given architecture template.  This translation is per-
formed in two steps.  First, the application, written in a high level language,
is translated into an intermediate representation by the compiler of the high
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level language (in our experiments, the Aquarius Prolog optimizing Com-
piler [15]).  Second, a retargetable MOP mapper, by consulting the given
architecture template specified by the four aforementioned tables, trans-
forms the intermediate representation into the dependency graphs of MOPs.

2. A preprocessor generates a simple-minded schedule for the MOPs.  An
instruction set is derived from the schedule.  This is done by directly mapping
time steps in the schedule into instructions without encoding any operand.
The obtained schedule and instruction set constitute the initial design state,
which can be an inferior one.

3. The simulated annealing algorithm is invoked to optimize the design state.
The best instruction set, microarchitecture, and assembly code that minimize
the objective function can be obtained after the design state reaches the
equilibrium state.  Further details of the problem formulation and algorithm
can be found in [4] and [5].

3.  EXPERIMENT SETUPS

Experiments described in this paper were designed to investigate how typical
input patterns of a specific application affect the optimizing instruction set, hardware
resource allocation and dynamic cycle count.  We used the application program
concat, a list manipulation program, from the Prolog benchmark suite [7] as the
specific application in the experiments for the following reasons.  First, its size allows
us to extensively analyze its static and dynamic behaviors, conduct and report
extensive experiments, and compare the results with synthesized results.  Second,
the program can be used to concatenate two lists, generate the head or tail sub-list
of a given list, or generate one or all possible ways of splitting a list.  These basic
operations can be commonly found in many symbolic applications.

3.1 Specifications of an application and an architecture template

Three applications, con3 , con25  and con100 , were given to ASIA.  These
applications were the same program concat  with different input patterns, as in-
dicated by the numbers in the names of the applications.  The program contained
a major loop body whose number of iterations was equal to the size of the input
pattern.

One application specific instruction set was synthesized for each application.
Note that ASIA is not limited to synthesis of instruction sets for only single appli-
cations.  If an instruction set is desirable for an application specific environment
which consists of several application programs, then a super program which contains
these application programs can be formed and given to ASIA for synthesis.

Fig.  2 lists the source code in Prolog for the application con3 .  The second
and third lines are the program body, which defines a predicate concat.  It has three
arguments, with the third (counting from left to right) argument being a list which
is a concatenation of the lists in the first and second arguments.  The predicate main
in the first line of the source code, representing a typical invocation of the predicate
concat , calls the predicate with the first argument being a three-element list and
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the second argument being a two-element list.  The predicate will return in the variable
S a list of five elements, which is the result of concatenating the first list with the
second list.  The second and third applications, con25  and con100 , are the same
as con3  except for the first argument of the called predicate concat  in line 1, which
is a 25-element and 100-element list, respectively.  The predicate concat contains
a loop, which is implemented by a tail recursion construct.  The number of iterations
of the loop is equal to the length N of the list in the first argument.

1: main :– concat([a,b,c],[d,e],S).
2: concat([],L,L).
3: concat([X|L1],L2,[X|L3]) :– concat(L1,L2,L3).

Fig. 2.  The given application program con3  in Prolog.

The predicate concat  can also be invoked in a number of other ways.  For
example, concat([a,b,c],Y,[a,b,c,d,e])  returns Y=[d,e]  (the tail list),
concat(X, [c,d,e],[a,b,c,d,e])  returns X=[a,b]  (the header list), and
concat(X,Y,[a,b,c,d,e])  can return, through backtracking, all possible (six,
in this example) ways of splitting the third argument into X and Y (header and tail)
lists.  The sophisticated operations of the two-lined (seemly simple) program are
made possible by the built-in unification and backtracking mechanisms of Prolog,
which make source programs in Prolog much more compact than their counterparts
in C.  Typically, one line of Prolog code is equivalent to five to twenty lines of C
code [16].  However, the built-in mechanisms are made explicit when Prolog
programs are compiled into lower level representations, such as intermediate code,
assembly code or MOPs.

The dependency graphs of MOPs were obtained in the following way.  We
compiled the source code in Prolog into assembly code using the Aquarius Prolog
optimizing compiler [15] and mapped the assembly code to MOPs with a prepro-
cessor.  A dependency analyzer was then used to construct the dependency graphs.
Note that this is not the only way to derive MOPs for an application.  This way was
adopted because of the convenience of the compiler, both front-ends and back-ends,
available to us.  What is the best way to obtain MOPs for given applications is an
interesting research problem for the future.  Fig. 3 shows an example of the depen-
dency graph for a basic block, which consists of six MOPs, based on the MOP
specification in Table 1.  The bold labels before the MOPs are their IDs.  The dashed
arrows are control dependencies; the MOP MO6 changes the control flow at the end
of the basic block, and hence logically follows MOPs MO1~6.  The solid arrows are
data-related dependencies.

The specification of the architecture template is given by the following tables
(taken from [4]).  Table 1 specifies the MOPs supported by the pipelined architecture.
Table 2 describes the operation latency of the data path components in terms of
clock cycles.  Table 3 lists the delayed cycles for information passing between
operations in pipeline stages.  These tables basically describe the pipelined
microarchitecture shown in Fig. 4.  Fig. 4 (a) shows the pipeline stages: instruction
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Fig. 3.  The dependency graph of MOPs for a simple basic block.

(a) Pipeline stages.

(b) Microarchitecture for instruction execution stages.

Fig. 4.  Architecture template.

fetch (SIF), instruction decode (SID), register read (Sread), arithmetic/logic operation
(Sarith), memory operation (Smem), and register write back (Swrite).  Fig. 4 (b) shows
the data and control paths for the instruction execution stages (Sread, Sarith, Smem,
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Swrite).  Note that the top and bottom register files in the figure refer to the same
physical register file.  They are split in order to relate the read and write operations
of the register file to the pipeline stages.  There are bypassing buses between the
Sread, Sarith, Smemand Swrite stages.  All micro-operations take one cycle to execute except
for memory access and control flow change, which take two cycles.  Note that Fig.
4(b) shows only the data path topology.  The numbers of the hardware resources
are not specified.  They are to be determined by ASIA.

Table 4 lists the constraints for instruction word and fields widths.  The
instructions synthesized in the experiments were 32-bit wide.

3.2 The objective function

The objective function used in the experiments is shown in EQ 1.  In the
equation, C is the (dynamic) cycle count, I is the instruction set size, R is the number
of register-file read ports, W is the number of register-file write ports, M is the
number of memory ports, and F is the number of functional units (ALU’s).  The
goal of ASIA is to minimize the value of the objective function.  A design point
with a lower objective value is a better design:

Objective = 100ln(C) + I + 2R + 3W + 5M + 4F. EQ 1

It is obvious that the parameters C, R, W, M and F should be minimized
during synthesis.  However, it is not so obvious how to minimize I, the instruction
set size.  The motivation to control the size of the instruction set is three fold.  First,
a large size requires complex control circuitry, which may lengthen the clock cycle
time and consume more chip area.  Second, more instructions take a longer time
to validate the instruction behaviors.  Third, a smaller instruction set makes it easier
to maintain the compiler for it.

Note that in an application domain where optimization of the static code size
(S) is more important than is optimization of the dynamic cycle count, the following
objective function or similar forms can be used:

Objective = 20ln(S) + I + 2R + 3W + 5M + 4F. EQ2

We will use EQ 1 for the experiment reported in this paper.  A comparison
of the two objective functions and the appropriateness and implications of other
objective functions will be investigated in our future work.

3.3 Dimensions of the design space

The design space explored in the experiment included the following design
dimensions.

• Instruction semantics and instruction set size.  The given microarchitecture supports
hundreds of possible instruction candidates.  We want to select a subset which
best matches the application characteristics while supporting all general Prolog
compilation and execution.  In addition, the instruction set size is minimized in
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order to reduce the complexity of the decoding circuitry in the control path.
• Hardware resources.  There are tens of possible configurations of allocation for

the four kinds of hardware resources in the data path.  We want to find a
configuration that best matches the application characteristics.

• Performance (dynamic cycle count) of the compiled code.  Depending on the
instruction set semantics, hardware resources and compilation techniques, the
performance of the compiled code varies significantly.

As will be shown in the experiment described below, each individual
dimension provides a very rich design selection.  When these dimensions are com-
bined to form the global design space, they provide even richer design selections
that are difficult to explore manually.

4.  INSTRUCTION SET DESIGN AND EXPLORATION

The experiments were performed in three steps.  First, a set of special segments
was given to ASIA to synthesize a complete instruction sub-set for Prolog.  Second,
the special segments were combined with the given applications to synthesize applica-
tion specific instruction sets that supported complete Prolog execution while being
optimized for the given applications.  Third, ASIA was used to explore the design
space for the given applications.

4.1 Basic compilation support for Prolog

To ensure completeness of the synthesized instruction set, special code seg-
ments, which were used by Holmer in Table 8.3 of [2] for the same purpose, were
included in the given application.  The special code segments contained a subset
of the VLSI-BAM instruction set3, which is known to be complete for Prolog
execution.  The complete segments are given in Fig.  5, with each segment separated
by the marker label .  The segments included basic operations required by Prolog:
compare, branch, jump, load immediate, access the program counter, register-to-
register move, register-to-register arithmetic, and other Prolog-specific operations
(unification, dereference maximal, etc.).  The dependency graphs of MOPs were
constructed from the segments and given to ASIA for synthesis.

We first synthesized an instruction set ISprolog for the complete segments using
ASIA.  The result is shown in Table 5.  In the first column are the identifiers of
the synthesized instructions.  The second column lists the binary tuples for the
corresponding instructions.  The binary tuple is the formal representation of the
instruction.  The first argument of the tuple is a list of the type identifiers of the
MOPs contained in the instruction.  The type identifiers are defined in the first column
of Table 1.  The second argument lists the operands of the MOPs that are encoded.
For example, inst10  is an instruction which performs the register transfer ‘R1 ←

3VLSI-BAM is the pipelined instruction set processor designed by the Aquarius Project at the University
of California, Berkeley. The processor has RISC-style instructions plus some powerful instructions to
support efficient Prolog execution.
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label(peolof1). bt(fail). label(prolog20).
cmp(eq, r(0), r(1)). label(prolog9). and(r(0), r91), r(2))
bt(fail). btgeq(1024, r(0), 1(fail)). label(prolog21).

label(prolog2). label(prolog10). or(r(0), r(1), r(2)).
cmp(ne, r(0), r(1)). btgne(1024, r(0), 1(fail)). label(prolog22).
bt(fail). label(prolog11). xor(r(0), r(1), r(2)).

label(prolog3). ldi(1024, r(16)). label(prolog23).
cmp(lts, r(0), r(1)). label(prolog12). sra(r(0), r(1), r(2)).
bt(fail). jmpr(r(0)). label(prolog24).

label(prolog4). label(prolog13). srl(r(0), r(1), r(2)).
cmp(ges, r(0), r(1)). rd(pc, r(0)). label(prolog25).
bt(fail label(prolog14). sll(r(0), r91), r(2)).

label(prolog5). ld(r(0), r(1)). label(prolog26).
cmp(lt, r(0), r(1)). label(prolog15). dref(r(1)).
bt(fail). st(r(1), r(2)). label(prolog27).

label(prolog6). label(prolog16). mov(r(30), r(16).
cmp(geu, r(0), r(1)). lea(twar^r(0), r(1)). umax(r(27), r(30), r(30)).
bt(fail). label(prolog17). label(prolog28).

label(prolog7). addi(r(0), 1024, r(1)). swt(r(0), tlst=1(true), tvar=1(fail)).
cmp(tageq, r(0), r(1)) label(prolog18). label(prolog29).
bt(fail). add(r(0), r(1), r(2)). uni(1024, r(7)).

label(prolog8). label(prolog19). bt(fail).
cmp(tagne, r(0), r(1)). sub(r(0), r91), r92)).

Fig. 5.  Complete segments for Prolog (Table 8.3 in [2]).

R2 + R3’.  The type identifier for the register transfer is rra .  There is no encoded
operand in the register transfer.  Therefore, the corresponding binary tuple is
<[rra],[]> .  Details of the binary tuple can be found in [4].  The third column
shows the register transfers of the corresponding binary tuples; the fourth column
shows the equivalent VLSI-BAM instructions.

There are 24 instructions synthesized by ASIA for the complete segments.
The synthesized instructions are identical to the VLSI-BAM instructions in the
fourth column.  However, this seemingly obvious coincidence is the result of a non-
trivial design process.  Note that inst5  (swt , in the VLSI-BAM instruction set)
and inst24  (uni , in the VLSI-BAM instruction set) are complex instructions,
containing multiple conditional micro-operations.  The instruction inst5  contains
two conditionally executed MOPs, [ceTe_jpi(1), ceTe_jpi(2)] , whose
register transfers are “if (tag(R1)=T1) {pc ← pc + Immed_81}; if (tag(R2)=T2) {pc
← pc + Immed_82}”.  Similarly, inst24  contains one unconditional MOP (cond2 )
and two conditionally executed MOPs (ceTe_mrit  and cond4 ).  Details of the
two instructions can be found in the corresponding rows of the table.  For these
two instructions, there are too many operands, which are needed to control the
operations, to fit into the 32-bit instruction word.  The design process tried to split
(by using the move operators interchange and displacement, defined in Section 2)
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Table 5. The instruction set ISprolog for the complete segments in Fig. 5.

Equivalent

ID Binary tuple Register transfers BAM

instruction

inst1 < [ceFe_jpi], [] > if (not tag(R1)=T) { pc ← pc + Immed } btgne

inst2 < [ceTe_jpi], [] > if (tag(R1)=T) { pc ← pc + Immed } btgeq

inst3 < [ceT_ji], [] > if(tf=1) { pc ← Immed } bt

inst4 < [jri], [] > pc ← R1+ Immed jmpr

inst5 < [ceTe_jpi(1),ceTe_jpi(2)], if (tag(R1)=T1) { pc ← pc + Immed_81};

[[ceTe_jpi(1)-regR, if (tag(R1)=T2) { pc ← pc + Immed_82} swt

ceTe_jpi(2)-regR]] >

inst6 < [ri], [] > R1 ← Immed ldi

inst7 < [rmd], [] > R1 ← m(R2+Immed) ld

inst8 < [rr], [] > R1 ← R2 mov

inst9 < [rr_pc], [] > R1 ← pc rd

inst10 < [rra], [] > R1 ← R2 + R3 add

inst11 < [rrai], [] > R1 ← R2 + Immed addi

inst12 < [rrait], [] > R1 ← T^(R2 + Immed) lea

inst13 < [rran], [] > R1 ← R2 and. R3 and

inst14 < [rreo], [] > R1 ← R2 xor. R3 xor

inst15 < [rro], [] > R1 ← R2 or. R3 or

inst16 < [rrs], [] > R1 ← R2 - R3 sub

inst17 < [sll], [] > R1 ← R2 << R3 sll

inst18 < [sra], [] > R1 ← R2 >> R3 (arithmetic right shift) sra

inst19 < [srl], [] > R1 ← R2 >> R3 (logic right shift) srl

inst20 < [cond1], [] > tf ← R2 OP. R3 cmp

inst21 < [dref], [] > R1 ← dereference(R1) dref

inst22 < [max], [] > R1 ← max( R2, R3) umax

inst23 < [mrd], [] > m(R1+Immed) ← R2 st

inst24 < [ceTe_mrit,cond2,cond4],

[imp(ceTe_mrit-t(tvar)),

imp(cond4-t(tvar)), if (tag(R1)=tvar) { m(R1) ← T^Immed};

[ceTe_mrit-immed_17, tf ← R1 == T^Immed; uuni

cond2-immed_17], if (tag(R1)=tvar) {tf ← 1}

[ceTe_mrit-regR0,ceTe_mrit-regR,

cond2-regR,cond4-regR],

[ceTe_mrit-tag,cond2-tag]] >

these micro-operations into several time steps, resulting in more instructions.  The
increased number of both instructions and time steps was not favored by the objective
function.  Therefore, the design process then tried to encode (by using the move
operators unification and implicit value, defined in Section 2) the operands in order
to reduce the number of required instruction bits.  For example, the two register
specifies R1 and R2 in inst5  were unified (R1=R2), saving five instruction bits and
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one register read port, as shown in the register transfer column of the table.  It took
one and five encoding transformations for the two instructions to satisfy the instruc-
tion word width constraints, respectively.  The encoding is shown in the second
arguments of the binary tuples of inst5  and inst24 .

4.2 Using ASIA for synthesis

In the next step, the complete segments were appended to the given appli-
cations, con3 , con25  and con100 , respectively.  The instruction sets were
synthesized, and hardware resources were allocated by ASIA for the modified
applications.  The synthesized instruction sets become complete instruction sets for
Prolog that are customized for the program concat  under different input patterns.
In addition, the compiled code for the given applications was automatically gen-
erated.  The synthesis results are shown in Fig. 6.  For comparison, the applications
were also compiled into VLSI-BAM code using the Aquarius Prolog optimizing
compiler.  The resource allocation of the VLSI-BAM architecture and the results
of the compiled code are listed in the figures as a known design point.  The results
of the VLSI-BAM architecture are listed in the figures with the legend ‘BAM’ for
the sake of simplicity.  For comparison with the VLSI-BAM results, the results of
ASIA are listed with the legend ‘ASIA’.  Note that the comparison should be
interpreted only within the context of our experiments since VLSI-BAM is a general
purpose processor for symbolic (Prolog) computing while our synthesized designs
are for specific applications.  They were designed under different criteria.

Fig. 6 (a) shows the resource allocation.  The application con3  gets the
minimal allocation [R=2, W=1, M=1, F=1], where R is the number of the read port
of the register file, W is the number of the write port of the register file, M is the
number of memory ports, and A is the number of functional units.  As the number
of iterations of the loop body increases, more resources are allocated to utilize the
available MOP parallelism in the loop body ([R=3, W=1, M=1, F=2] for con25  and
[R=4, W=2, M=2, F=2] for con100 ).  The increase in resources is justified by the
performance improvement.  Note that none of these resource allocation cases is
equivalent to the resource allocation of VLSI-BAM.  For the con3  case, the resource
allocation of VLSI-BAM is an overkill.  For the con25  case, hardware resources
in VLSI-BAM are not well-balanced.  On the one hand, VLSI-BAM provides two
register-file write ports and two memory ports while only one for each type of port
is sufficient for the specific application.  On the other hand, VLSI-BAM provides
only one ALU, which is the critical resource for the application and two are allocated
in the application specific design.  For the con100  case, the resources are under
allocated in VLSI-BAM.  The comparison shows that the resource requirement of
specific applications may differ very much from what general purpose processors
provide.

Fig. 6 (b) shows the sizes of the synthesized instruction sets and VLSI-BAM’s
instruction set.  All three synthesized instruction sets contain the base Prolog
instructions ISprolog (see Fig. 5), as indicated by the ‘Base’ legend in the figure.  In
addition, the sizes of the synthesized instruction sets are smaller than VLSI-BAM’s
while general support for Prolog execution is still maintained.  Smaller instruction
sets require simpler decoding logic.  Note that although the instruction sets of con25
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Fig. 6.  Synthesis results for the applications: con3 , con25  and con100 .

and con100  have the same size, many of their instructions are different.  Some of
con100 ’s instructions are more powerful and consume more hardware resources
than do con25 ’s.  Similarly, some of con25 ’s instructions are more powerful and
consume more hardware resources than do con3 ’s.

(d)
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The dynamic cycle counts, which are the cycle counts when the assembly code
is executed, are shown in Fig. 6 (c).  The synthesized instruction sets produce less,
about 5% to 15%, dynamic cycle counts than do VLSI-BAM’s sets in the cases of
con25  and con100 .  The dynamic cycle count of the synthesized instructions for
con3  is about 6% larger than VLSI-BAM’s with the benefit of the fewer required
hardware resources and a smaller instruction set size.

Finally, the overall “goodness”, indicated by the value of the objective function,
of the synthesized designs and the VLSI-BAM design is given in Fig. 6 (d).  The
results show that all the synthesized designs are better than that of VLSI-BAM under
the given specific applications and objective function.

In summary, the synthesis approach to application specific instruction set
design is able to find special instruction sets and microarchitectures customized
for the given applications.  The application specific designs have better perfor-
mance/cost tradeoffs than does the general purpose VLSI-BAM microarchitecture,
based on the given objective function.  The customized instruction sets are
smaller than the general purpose VLSI-BAM instruction set yet still retain complete
support for Prolog compilation.  In addition, resource allocation for application
specific microarchitectures is different from that of the general purpose
microarchitecture.  The results show that the microarchitecture of the general purpose
processor may be unable to match specific architectural characteristics of the given
applications; customized microarchitectures are able to take advantage of specific
architectural characteristics.

Furthermore, for the given program concat , its best instruction set and
microarchitecture are sensitive to input patterns, as shown by the applications
con3 , con25  and con100 , which represent scenarios of calling the same program
concat  with different input patterns.  The results show that the process of obtaining
and analyzing the run-time behavior plays a very important role in the design of
application specific systems; therefore, design automation systems such as ASIA
are necessary to fully exploit the architectural properties of the given applications.

4.3 Using ASIA to explore the limits of the design space

The experiments conducted so far demonstrate the straightforward use of
ASIA: synthesis.  The following experiments demonstrate another use of ASIA:
design space exploration.  For each application, objective functions EQ 3, EQ 4
and EQ 5 were given to ASIA to synthesize instruction sets and allocate resources:

Objective = 2R + 3W + 5M + 4F...(Hardware cost) EQ 3

Objective = C...(Dynamic cycle count) EQ 4

Objective = I...(Instruction set size) EQ 5

The objective function EQ 3 guides ASIA in minimizing the total hardware
resources used, assuming that the costs of other design metrics (instruction set size,
dynamic cycle count) are free.  Therefore, this objective function finds the minimal
machine in the design space.  Similarly, EQ 4 finds the most powerful machine
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(with the smallest dynamic cycle count) at the cost of hardware resources and
instruction set size; EQ 5 finds the machine with the minimal instruction set, at the
cost of hardware resources and the dynamic cycle count.  These objective functions
were used to explore the boundaries of the multi-dimensional design space.

The experimental results for con3 , con25  and con100  are given in
Table 6, Table 7 and Table 8, respectively.  In each table, each row lists the results
of the experiment with the guiding objective function given in the first column.  The
design synthesized as described in Section 4.2 using the global objective function
EQ 1 and the design of VLSI-BAM are also provided for reference in the fourth
row and the fifth row, respectively.  For global comparison, the results of all the
experiments were evaluated using the objective function EQ 1, and the obtained
values are given in the last column.

Table 6. Design space exploration for con3 .

Objective RF RF Dynamic Obj.
Mem Inst. set

Function Read Write ALU cycle Value
Port size

Used Port Port count of EQ1
H/W cost

2 1 1 1 42 325 636.38(EQ3)

Dynamic cycle count
4 2 2 2 62 247 644.94(EQ4)

Inst. set size
3 1 2 2 32 307 631.68(EQ5)

Obj. function
2 1 1 1 36 283 616.54(EQ1)

VLSI-BAM 3 2 2 1 56 266 640.35

Table 7. Design space exploration for con25 .

Objective RF RF Dynamic Obj.
Mem Inst. set

Function Read Write ALU cycle Value
Port size

Used Port Port count of EQ1
H/W cost

2 1 1 1 42 787 724.82(EQ3)

Dynamic cycle count
4 2 2 3 56 532 719.66(EQ4)

Inst. set size
3 1 2 2 32 747 720.61(EQ5)

Obj. function
3 1 1 2 38 589 697.84(EQ1)

VLSI-BAM 3 2 2 1 56 618 724.65
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Table 8. Design space exploration for con100 .

Objective RF RF Dynamic Obj.
Mem Inst. set

Function Read Write ALU cycle Value
Port size

Used Port Port count of EQ1
H/W cost

2 1 1 1 42 2362 834.73(EQ3)

Dynamic cycle count
4 2 2 3 56 1507 823.79(EQ4)

Inst. set size
3 1 2 2 32 2247 830.74(EQ5)

Obj. function
4 2 2 2 38 1540 803.95(EQ1)

VLSI-BAM 3 2 2 1 56 1818 832.55

(1) Design boundaries.  The design spaces of these applications are bounded
by the following: register-file read ports = 2 ~ 4, register-file write ports = 1 ~ 2,
memory ports = 1 ~ 2, ALUs = 1 ~ 3, instruction set size = 32 ~ 56, dynamic cycle
counts = 247 ~ 325 (for con3 ), 532 ~ 787 (for con25 ), 1507 ~ 2362 (for con100 ).
The designs synthesized by the global objective function EQ 1 fall reasonably within
the design space.

(2) Correlation between the design boundaries and objective functions.  From
the experiments, we find that the upper and lower bounds of each dimension of the
design space can be explored using proper objective functions.  The upper and lower
bounds of the hardware configuration4 can be explored using the objective
functions EQ 4 (dynamic cycle count) and EQ 3 (hardware cost), respectively.  The
upper and lower bounds of the instruction set size can be explored using the
objective functions EQ 4 and EQ 5 (instruction set size), respectively.  The dynamic
cycle count can be explored using EQ 3 and EQ 4, respectively.  In addition, some
objective functions can identify bounds of different dimensions simultaneously.
For example, EQ 3 can find the upper bound for the dynamic cycle count and the
lower bound for the hardware configuration; EQ 4 can find the lower bound for
the dynamic cycle count and the upper bounds for both the hardware configuration
and instruction set size.  The design boundaries and the corresponding objective
functions are summarized in Fig.  7.  Of all the objective functions, EQ 4 produces
a design, called the “maximal machine”, with the smallest dynamic cycle counts and
maximal hardware resources and instruction set size.  On the other hand, EQ 3
produces a design, called the “minimal machine”, with minimal hardware resources
and the largest dynamic cycle count.

(3) Input-pattern invariant objective functions.  The designs produced by the
objective functions of hardware resource (EQ 4) and instruction set size (EQ 5) are
insensitive to the input patterns of the program.  The objective function EQ 4 produces
the same design for all three input patterns.  This is also true for EQ 5.

4 A hardware configuration is one set of resource allocation for the four datapath components. For example,
the hardware configuration for VLSI-BAM is [R=3, W=2, M=2, F=1].
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(4) Correlation between the instruction set size and hardware resources.  It is
interesting to note that minimizing the instruction set size using the objective function
EQ 5 does not necessarily minimize the hardware resources.  For all three applica-
tions, the design with the minimal instruction set size consumes a modest amount
of hardware resources and has a modest dynamic cycle count.  The minimal instruction
set is obtained by forcing each parallel MOP pattern that appears frequently into
a single instruction under the condition that splitting the pattern into several instruc-
tions would otherwise increase the instruction set size.  Packing a frequent MOP
pattern into a single instruction requires more hardware resources than does the
minimal machine.  In addition, these powerful instructions help to reduce the dynamic
cycle count.  Therefore, the design synthesized by the objective function EQ 5 has
a smaller dynamic cycle count than does the minimal machine.

(5) Rich and complex hardware/software design space and short design time for
ASIA’s hardware/software co-synthesis approach.  Table 9 summarizes the design
space explored in the experiment.  In the experiment, ASIA systematically inves-
tigated more than 23 hardware configurations and considered more than 770 in-
struction candidates.  For each hardware configuration and each instruction candi-
date, their usage was verified in compiling the given applications.  Such verification
is a very difficult task and requires heavy human intervention for other synthesis
approaches, such as [2, 10-12], etc.  The instruction candidates went through a
very strict selection process, and only 4% to 8% of the instructions were selected
for the final instruction sets.  Instruction sets synthesized using different objective
functions resulted in variation in dynamic cycle counts, ranging from 21% (for con3 )
to 57% (for con100 ), which, together with the many hardware configurations and
instruc-tion sets, provide the designer with a very rich and complex hardware/software
design space.  This design space was explored in only 26 hours, which is very attractive
for architecture and system designers!

Fig. 7.  Design boundaries and the corresponding objective functions.
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Table 9. Design space summary.

Hardware Instruction Final instruction Dynamic cycle Experiment time
configurations candidates set size count variation (Sparc20, 60Mhz, 64M RAM)

explored

21% (con3)
> 23 > 770 32~62 48% (con25) ≈ 26 hours

57% (con100)

5.  CONCLUSIONS

We have presented a case study of using the ASIA design automation system
to design application specific instruction sets for symbolic computing (Prolog).
The experiments show that instruction set design can be automated, and that the
automation system can be further applied to systematically exploit the architec-
tural properties of architectures and applications, which is very difficult to
accomplish manually.  The experiments provide some preliminary answers to the
design questions raised in Section 1.

• Application specific instruction set processors can be superior to general purpose
instruction set processors in application specific environments while retaining
their support for general computing.  Quantitative comparison can be done by
means of objective functions.  The usefulness of automatically synthesized
instruction sets can be validated by simultaneously generating and examining
assembly code during the synthesis process.

• EThe experiments show that the input patterns of the string concatenation pro-
gram concat  affect the application specific instruction set design.  This obser-
vation suggests that the architectural properties of applications may differ greatly.
Therefore, design automation systems such as ASIA are needed to fully exploit
the architectural properties of given applications before the final design is con-
firmed.

• In addition to synthesis, ASIA can be used to explore multiple dimensions and
the upper/lower bounds of the design space by using appropriate objective func-
tions, such as EQ 3, EQ 4 and EQ 5.

There are further architectural questions that we would like to investigate
with the aid of design automation systems in the future.  For example, (1) it is
expected that if more applications are given to the design automation system, then
the synthesized instruction set will become more general, losing its application
specific properties.  This expectation raises the question of what kinds and how
many applications, when combined together, will cause an application specific
instruction set to lose its specific features.  (2) What objective functions (and under
which situations) are appropriate for instruction set design and evaluation?  Should
instruction sets be optimized for the static code size or the dynamic cycle count?
Are they different? Can the use of a combination of various objective functions
aid exploration of the design space and reduce the design time? Investigation of the
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objective functions will facilitate advances in the quantitative approach to the design
and analysis of computer architectures and software interfaces.  (3) Will optimiz-
ing instruction sets differ for various types of programming languages such as
imperative, functional, object-oriented and logic languages? Our current language
front-end only allows us to investigate Prolog, a logic (symbolic) programming
language.  We need to expand our front-end to exploit a wider range of languages.
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