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The purpose of this paper is to propose a budget-based RTAI (Real-Time Applica-

tion Interface) implementation for real-time tasks over Linux on x86 architectures, where 
RTAI provides a light-weight, high-performance interface for hard and soft real-time 
tasks over Linux. Our revised RTAI API’s are extended to enable programmers to specify 
a computation budget for each task, and backward compatibility is maintained with the 
original RTAI design. Different from the past work, we focus on the implementation of 
budget-based resource reservation for real-time tasks, which is made complicated by the 
relationship between RTAI and Linux. Modifications of RTAI are limited to a few pro-
cedures without any change made to the Linux source code, such as the timer interrupt 
handler, the RTAI scheduler, or rt_task_wait_period(). The feasibility of the proposed 
implementation is demonstrated by a system operating under Linux 2.4.0-test10 and 
RTAI 24.1.2 on PII and PIII platforms. 
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1. INTRODUCTION 
 

Various levels of real-time support are now provided in most commercial operating 
systems, such as Windows XP, Windows CE .NET, and Solaris. However, most of them 
only focus on non-aging real-time priority levels, interrupt latency, and priority inversion 
mechanisms (merely at very preliminary stages). Although real-time priority scheduling 
is powerful, it is a pretty low-level mechanism. Application engineers might have to em-
bed mechanisms at different levels inside their codes, such as those for frequent and in-
telligent adjustment of priority levels, or provide additional (indirect management) utili-
ties to fit the quality-of-services (QoS) requirements of each individual task. In the past 
decade, researchers have started exploring scheduling mechanisms that are more intuitive 
and better applicable to applications, such as budget-based reservation [1-6] and 
rate-based scheduling [7-9]. 

Most commercial operating systems now claim the support for real-time applica-
tions. VxWorks [10] provides efficient preemptive scheduling, deterministic context 
switching time, and swift interrupt handling, and is used in many mission-critical appli-
cations ranged from anti-lock braking to inter-planetary exploration. pSOSystem 3 [11] 
is designed for quick development of embedded devices. Its pSOS+ 3 multitasking kernel 
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is small, fast, reliable, and deterministic. RTAI (Real-Time Application Interface) pro-
posed by Mantegazza et al. [12] at DIAPM shares a very similar system architecture with 
RTLinux proposed by Yodaiken et al. [13]. All interrupts are intercepted by a tiny kernel 
under Linux such that hard real-time tasks are supported by the tiny kernel, where Linux 
is considered as a “process” for the tiny kernel. BlueCat RT from LynuxWorks adopts 
RTLinux inside its RT kernel. Embedix Realtime, i.e., Lineo’s real-time Linux distribu-
tion, is derived based on RTAI. MontaVista provides a fully preemptible Linux kernel, 
where kernel-mode tasks could be interrupted, and rescheduling is possible. REDICE- 
Linux [6, 14] delivered by RedSonic represents a hybrid real-time Linux solution, which 
revises Linux and integrates RTAI inside its kernel. One integrated kernel is used to 
schedule all real-time and non-real-time tasks. Solaris 8 supports high resolution timers 
and user-level priority inheritance, where priorities from 100 to 159 are belonging to 
real-time tasks, priorities from 160 to 169 are for interrupt servicing threads, and the rest 
are for ordinary user tasks. Windows CE .NET provides 256 non-aging real-time priority 
levels and bounds the interrupt service routine (ISR) latency within 1 ms. A very pre-
liminary one-level priority inheritance is provided to allow a task to inherit the priority of 
a higher-priority task blocked by the former task. RTX from VenturCom [15] is widely 
adopted by many Windows-family operating systems and vendors to provide high-per- 
formance real-time support. A preemptive scheduling policy with priority promotion to 
prevent priority inversion is provided. 

The concept of budget-based reservation, that is considered as an important ap-
proach for applications’ QoS support, was first proposed by Mercer et al. [3, 4, 16]. A 
microkernel-based mechanism was implemented to let users reserve CPU cycles for 
tasks/threads. Windows NT middlewares [1, 2] were proposed to provide budget reserva-
tions and soft QoS guarantees for applications over Windows NT. REDICE-Linux im-
plemented the idea of hierarchical budget groups to allow tasks in a group to share a 
specified amount of budget [5]. There were also many other researches and implementa-
tion results on the QoS support for real-time applications, e.g., [17-21]. In particular, 
Adelberg et al. [22] presented a real-time emulation program to build soft real-time 
scheduling on the top of UNIX. Childs and Ingram [23] chose to modify the Linux 
source code by adding a new scheduling class called SCHED_QOS which let applica-
tions specify the amount of CPU time per period1. Abeni et al. presented an experimental 
study of the latency behavior of Linux [24]. Several sources of latency was quantified 
with a series of micro-benchmarks. It was shown that latency was mainly resulted from 
timers and non-preemptable sections.  

The purpose of this paper is to explore budget-based resource reservation for real- 
time LXRT tasks which run over Linux and propose its implementation. We first extend 
RTAI API’s to provide hard budget guarantees to hard real-time tasks under RTAI. We 
then build up an implementation for soft budget guarantees for LXRT tasks over that for 
hard real-time tasks under RTAI. Backward compatibility is maintained for the original 
RTAI (and LXRT) design. We present our software framework and patch for the pro-
posed implementation. We try to minimize the modifications on RTAI without any 
change to the Linux source code. Modifications on RTAI are limited to few procedures, 
such as the timer interrupt handler, the RTAI scheduler, and rt_task_wait_period(). 

 
1 This approach is very different from that reported in this paper. We propose an RTAI-based implementation 

that can provide budget-based reservation for hard and soft real-time applications. 
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The rest of the paper is organized as follows: Section 2 summarizes the layered ar-
chitecture and the functionalities of RTAI. Section 3 presents our motivation for this im-
plementation design. We extend RTAI API’s to provide hard budget guarantees to hard 
real-time tasks under RTAI and then propose our implementation for soft budget guaran-
tees for LXRT tasks over that for hard real-time tasks under RTAI. Imprecision issues of 
budget-based resource reservation for LXRT tasks are also addressed. Section 4 provides 
the overhead evaluation of the proposed implementations, and we conclude in section 5.  

2. REAL-TIME LINUX APPLICATION INTERFACE 

RTAI enables Linux to achieve deterministic and preemptive performance for hard 
real-time tasks. The layered architecture of RTAI [25] is shown in Fig. 1 (a): RTAI basic 
modules related to hardware control, RTAI_SCHED (the real-time scheduler), RTAI_ 
FIFO (FIFO’s and semaphores), RTAI_SHM (shared memory support), LXRT (the ad-
vanced module for user-mode Linux tasks that invokes RTAI API’s), RTAI_ 
PTHREAD.O (POSIX 1003.1c support), RTAI_PQUEUES.O (POSIX 1003.1b message 
queues support), and RT_MEM_MGR (dynamic memory management). 
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(a)                                      (b) 

Fig. 1. (a) The RTAI architecture. (b) The relationship between a real-time LXRT task and its 
buddy task under RTAI. 

 

Real-Time Hardware Abstraction Layer (RTHAL), which is an interface between 
the hardware and Linux kernel, consists of a couple of data structures. With RTHAL, all 
hardware interrupts are intercepted and routed to either RTAI handlers or standard Linux 
handlers. This architecture enables RTAI to have good interrupt latency and short context 
switching time for hard real-time tasks2. The RTAI_SCHED module is the layer used for 
real-time scheduling. Scheduling can be driven by the timer (rt_timer_handler()) or 
requested voluntarily by tasks through task suspending (rt_task_wait_period()). Real- 
time tasks scheduled by RTAI always have priorities higher than others of the Linux 

 
2 RTAI offers a context switch time of 7 µs, 15 µs interrupt latency, and 30 KHz one-shot task rates on PII 

platforms. 
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kernel. In other words, the Linux kernel runs just like an idle task, executing while the 
system is idle, unlike real-time tasks scheduled by RTAI. RTAI_FIFO is a service layer 
that provides uni-directional read/write buffering for tasks. RTAI_SHM provides an effi-
cient way for tasks to exchange large amounts of data through shared memory. For the 
sake of clarity, we refer to real-time tasks under RTAI as real-time RTAI tasks.    

LXRT is an advanced feature for RTAI. It allows users to develop real-time tasks 
using RTAI’s API from the Linux user space, as shown in Fig. 1 (b). While in the user 
space, real-time tasks have the full range of Linux system calls available. When a 
real-time task over Linux is initialized (by invoking rt_task_init()), a buddy task under 
RTAI is also created to execute the RTAI function invoked by the soft real-time task run-
ning in the Linux user space. The rt_task_wait_period() serves as an example function 
to illustrate the interactivity between a real-time task and its corresponding buddy task, 
where rt_task_wait_period() is used to suspend the execution of a real-time task until 
the next period. When a real-time task over Linux invokes rt_task_wait_period() via a 
0xFC software trap, the corresponding buddy task is awakened and becomes ready to 
execute rt_task_wait_period(). In the invocation, the buddy task delays its resumption 
time until the next period, and LXRT executes lxrt_suspend() to return CPU control to 
Linux. We will refer to real-time tasks (supported by RTAI) in the Linux user space as 
real-time LXRT tasks in the following. Note that all tasks under RTAI are threads. For 
the rest of this paper, we will use the terms “tasks” and “threads” interchangeably when 
there is no ambiguity.   

3. BUDGET-BASED QOS GUARANTEE 

3.1 Motivation 

The concept of budget-based resource reservation was first proposed by Mercer et 
al. [3, 4, 16] of Carnegie Mellon University. Under budget-based resource reservation, 
each real-time task is given an execution budget Ci during each specified period Pi, re-
gardless of the arrival of any other higher-priority task. Budget-based resource reserva-
tion is considered to be high-level resource allocation, compared to priority-driven re-
source allocation. The computation power of the system is partitioned among tasks which 
require QoS support. Near concepts were originally implemented under Windows CE 3.0 
(and later versions) as the thread quantum and under Unix-like operating systems as the 
time quantum. A task with a specified thread quantum could run until the task uses up the 
quantum, the task voluntarily gives up the CPU, or a higher-priority task arrives. How-
ever, the concept of budget-based resource reservation provides a more intuitive policy 
that ensures an application with resource allocation. In the rest of this section, we first 
summarize related RTAI API’s and revisions made to provide hard budget guarantees for 
hard real-time tasks. Our implementation of soft budget guarantees for LXRT tasks and 
their imprecision issues are then addressed. 
 
3.2 Semantics and Syntax of Budget-Based RTAI API’s 
 

RTAI API’s include the initialization and manipulation of real-time RTAI tasks and 
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real-time LXRT tasks. A real-time RTAI task can be initialized by rt_task_init() with the 
entry point of the task function, a priority, etc. The invocation of rt_task_init() creates a 
corresponding real-time RTAI task but leaves it in a suspended state. Users must invoke 
rt_task_make_periodic() to set the starting time and the period of the task. A periodic 
real-time RTAI task is usually implemented as a loop. At the end of the loop, the 
real-time RTAI task invokes rt_task_wait_period() to wait for the next period. 

LXRT provides a unique API contact window for acquiring RTAI services. All 
inline functions in rtai_lxrt.h perform a software interrupt, 0xFC, to request RTAI ser-
vices, where Linux system calls use the software interrupt 0x80. The interrupt vector call 
rtai_lxrt_handler() is performed to pass parameters and transfer execution to the corre-
sponding buddy task in the kernel space. A real-time LXRT task can be also initialized by 
rt_task_init() (which resides in the header file rtai_lxrt.h and differs from the RTAI 
counterpart) with a unique task name, a priority, etc. When a real-time LXRT task calls 
rt_task_init(), rt_task_init() generates a buddy task in the kernel space for the real-time 
LXRT task in order to access RTAI services. Users also need to invoke rt_task_make_    
periodic() to set the starting time and the period of the real-time LXRT task, implement 
the task body as a loop, and invoke rt_task_wait_period() in order to wait for the next 
period. 

In order to support budget-based resource reservation for real-time tasks, we pro-
pose the following revision of RTAI API’s: A real-time RTAI/LXRT task with budget- 
based resource reservation can be initialized by invoking rt_task_make_periodic_ 
budget(), instead of rt_task_make_periodic(). The format of this new function is ex-
actly the same as the original one, except that an additional parameter for the requested 
execution budget is provided. A real-time task τi can request an execution budget Wi for 
each of its period Pi. Suppose that the maximum execution time of τi is Ci, and Ci ≤ Wi. 
The execution of τi will remains the same without budget reservation because τi always 
invokes rt_task_ wait_period() before it runs out of its budget. It is for the backward 
compatibility of the original RTAI design. When Ci ≤ Wi, the execution of τi might be 
suspended (before the invocation of rt_task_wait_period()) until the next period be-
cause of the exhaustion of the execution budget. The remaining execution of the former 
period might be delayed to execute in the next period. If that happens (e.g., Ci,j > Wi, 
where Ci,j denotes the execution time of the task in the j-th period), then the invocation of 
rt_task_wait_period() (that should happen in the former period) in the next period (i.e., 
the (j + 1)-th period) will be simply ignored, as shown in Fig. 2 (a). The rationale behind 
this semantics is to let the task gradually catch up the delay, due to overrunning in some 
periods (that is seen very often in control-loop-based applications).   
 

3.3 An Implementation of Budget-Based Resource Reservation 
 
3.3.1 Hard budget-based resource reservation 
 

Additional members must be included in the process control block of a real-time 
RTAI task (rt_task_struct). We revise minor parts of the RTAI scheduler (rt_schedule()) 
and the timer interrupt handler (rt_timer_handler()) to guarantee hard budget-based 
resource reservation. 
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struct rt_task_struck { 
… 

// appended to provided budget-based resource reservation 
#ifdef RMMS 
 RTIME assigned_budget; // assigned execution budget 
 RTIME remaining_budget; // remaining execution budget 
 int rttimer_flag; // flag for timer expiration 
 int wakeup_flag; // flag for budget exhaustion 
#ifdef RMS_1                 
 int if_wait; // number of delayed invocations 
 int force_sig; // posting a budget-related signal 
#endif 
#endif 
}; 

 

rt_task_wait_period()

Ci <= Wi

Suspend

Wi

Pi

Wi

Ci > Wi

Wi Wi

Abort 
rt_task_wait_period()

Ci,j+1Ci,j

 
(a)                                       (b) 

Fig. 2. (a) The execution of a real-time task with budget reservation. (b) Additional members of the 
process data structure for budget-based resource reservation. 

 
In Fig. 2 (b), the additional members assigned_budget and remaining_ budget 

are for the reserved execution budget and the remaining execution budget of the corre-
sponding task in a period, respectively. The remaining execution budget within a period 
is modified whenever some special event occurs, such as a change of the task status. 
rttimer_flag serves as a flag that denotes whether the corresponding real-time task is 
suspended by means of a timer expiration or a rt_task_wait_period() invocation. 
wakeup_flag denotes that the corresponding real-time task is suspended because the 
budget is exhausted. if_wait counts the number of delayed invocations of rt_task_wait_ 
period(), where an invocation is considered to be delayed if it is not invoked in the sup-
posed period because the budget is exhausted. force_sig is set when a budget-related 
signal is posted to the corresponding LXRT task (see section 3.3.2).  

The implementation of budget-based resource reservation in RTAI takes two impor-
tant issues into consideration: (1) Correct programming of the timer chip (e.g., 8254): 
Because the resumption and suspension of a real-time RTAI task are both driven by the 
timer, the budget consumption must be considered when programming of the timer chip. 
That is, if a task used up its budget before it calls rt_task_wait_period(), then the sys-
tem must suspend the task execution until the next period, as shown in Fig. 2 (a). (2) The 
behavior of rt_task_wait_period(): If a task uses up its budget before it calls rt_task_  
wait_period(), the execution of τi might be suspended (before the invocation of rt_task_ 
wait_period()). Execution of the remaining code of the former period might be delayed 
until the next period. As a result, it is possible to have more than one invocation of 
rt_task_wait_period() in a period because of delayed invocations. The invocation that 
should happen in the given period will be simply ignored in the next period.   

The RTAI scheduler (rt_schedule()) and timer interrupt handler (rt_timer_han-
dler()) must be revised to guarantee hard budget-based resource reservation. Whenever 
the timer expires, rt_timer_handler() is invoked. rt_timer_handler() is used to re-cal- 
culate the next resume times of the running task and the to-be-awakened task, and to then 
trigger rescheduling. We propose to revise rt_timer_handler() as follows to take task 
budgets into consideration.   

The value in rt_times.intr_time denotes the next resume time of the running 
real-time RTAI task. Line 4 derives the resume time based on the remaining budget for 
the task, where rt_times.tick_time is the current time. If the task will use up its budget  
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static void rt_timer_handle (void) { 
 … 
 // calculate the remaining budget 
 temp_time = rt_times.tick_time + new_task � remaining_budget; 
 if (temp_time < rt_times.intr_time) { 
  // assigned_budget is used up 
  new_task � remainig_budget = 0; 
  rt_times.intr_time = temp_time; 
 } else { 
  // assigned_budget is not used up 
  nes_task � remaining_budget −= (rt_times.intr_time − rt_times.tick_time); 
 } 
 … 

 
before the next resume time (i.e., rt_times.intr_time), then the code in lines 7 and 8 
change the next resume time to the time when the budget will be used up. Otherwise, the 
remaining budget time at the next resume time is recalculated in line 11. As shown in Fig. 
2 (a), a real-time RTAI task might use up its budget before it invokes rt_task_wait_   
period() (i.e., Ci > Wi). Lines 7 and 8 in the above code reflect the need to modify the 
timer so that the task will be suspended in case of budget overrun. A real-time task might 
voluntarily give up the CPU by invoking rt_task_wait_period(), which will then call rt_ 
schedule() to dispatch another proper task. The voluntary surrendering of the CPU can 
occur either when the maximum amount of execution time is not larger than the reserved 
budget (i.e., Ci ≤ Wi), or when the de facto execution time is less than the reserved budget, 
even if Ci > Wi. The invocation of rt_task_wait_period() should trigger derivation of the 
next resume time of the task in rt_schedule().   

If a task τi used up its budget before it calls rt_task_wait_period(), the execution of 
τi will be suspended (before the invocation of rt_task_wait_period()). As explained in 
section 3.2, the idea behind rt_task_wait_period() is to ignore any invocation of the 
function that should happen in some previous period. rt_timer_handler() is also revised 
as follows to reflect this idea:    
 
3.3.2 Soft budget-based resource reservation 
 

A real-time LXRT task is also initialized by invoking rt_task_init(), and a buddy 
RTAI task is created by RTAI to execute the RTAI services requested by the real-time 
LXRT task. Let RT_Task1 be the buddy task of a real-time LXRT task, Task1. When the 
next period of Task1 arrives, Task1 resumes execution, as shown in Fig. 3. When the 
timer expires, RTAI schedules RT_Task1. RT_Task1 is suspended right away, because 
it is a buddy task. CPU execution is transferred to the Linux kernel such that Task1 is 
scheduled. On the other hand, when Task1 requests any RTAI services through LXRT, 
such as rt_task_wait_period(), Task1 is suspended, and RT_Task1 resumes execution 
to invoke the requested RTAI service (i.e., rt_task_ wait_period() in RTAI). The budget 
information of each real-time LXRT task is maintained in the rt_task_struct of its cor-
responding buddy task. 
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Fig. 3. Scheduling flowchart of the revised LXRT 

 

There are two major challenges when implementing soft budget reservation for real- 
time LXRT tasks, besides the challenges of correct timer-chip programming and rt_task_ 
wait_period() modification: (1) How can a real-time LXRT task be interrupted when its 
budget is exhausted and CPU execution be transferred to a proper task? (2) When a 
higher-priority real-time LXRT task arrives, how can a lower-priority real-time LXRT 
task and be interrupted and a higher-priority real-time LXRT task dispatched? 

We propose to use signals to solve the first challenging item in the previous para-
graph without any change to the Linux source code. Given a real-time LXRT task, Task1, 
let RT_Task1 be its buddy RTAI task. When the budget of Task1 is exhausted in the 
current period, the timer will expire such that a signal of a specified type, e.g., SIGUSR1, 
will be posted to Task1. The signal handler of the specified type is registered as a func-
tion, wait(), that only contains the invocation of rt_task_wait_period(). The signal type 
for this purpose is referred to as SIGBUDGET3. The signal posting is done within 
rt_timer_handler(). Catching the SIGBUDGET signal will result in invocation of rt_ 
task_wait_period() such that Task1 and its buddy task RT_Task1 will be suspended 
until the next period (for budget replenishing), as shown in Fig. 3. 

The second challenge for implementing of budget-based resource reservation for 
real-time LXRT tasks is triggering rescheduling for higher-priority tasks when they arrive. 
A different signal number, e.g., SIGUSR2, is used to trigger rescheduling, referred to as 
SIGSCHED. The signal handler of SIGSCHED is registered as a function, preempted(), 
that only contains the invocation of lxrt_preempted().  

rt_timer_handler() should be modified for the purpose of posting SIGBUDGET 
and SIGSCHED signals. The code in lines 6 to 15 posts of SIGBUDGET signals, be-
cause the budget is exhausted. The IF condition in line 4 verifies the need for soft 
budget-based resource reservation. Line 6 checks the remaining budget of the running 
real-time LXRT task. If the budget is exhausted, then it is replenished (line 8), and a de-
lay flag is set because of the overrunning of the task. Note that this situation might result 
in more than one invocation of rt_task_wait_period() in the following period, as dis-
cussed in the previous section. We set a reasonable limit on the maximum number of 
delayed invocations of rt_task_wait_period(), i.e., 30,000. No extra error handling code  

 
3 Note that new signal numbers could be created in Linux whenever needed (under limited constraints). 



REAL-TIME LINUX WITH BUDGET-BASED RESOURCE RESERVATION 

 

39 

 

1 
2 
3 
4 
5 
6 
7 
8 
9 

10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 

22 

static void rt_timer_handler (void) { 
 … 
 // It is to verify whether soft budget-based resource reservation is needed. 
 If ((rt_wakeup != NULL) && (rt_current � tid == 0) && (rt_wakeup � soft == 1) 0 { 
  … 
  if (((current_rt = current � this_rt_task [0]) != NULL) 
    && (current_rt � tid == wakeup_tid) && (current_rt � remainig_budget == 0)) { 
   current_rt � remaining_budget = current_rt � assigned_budget; 
   current_rt � rttimer_flag = 1; 
   current_rt � if_wait++; 
   if ((current_rt � if_wait) > 30000) current_rt � if_wait = 2; 
   current_rt � force_sig = 1; 
   force_sig (SIGUSR1, current); 
   goto END_rt_timer_handler; 
  } 
  // It is to verify the needs for rescheduling 
  else if (((current_rt � this_rt_task [0]) != NULL) 
   && (current_rt � tid == wakeup_tid) && (current_rt � remaining_budget != 0)) { 
   force_sig (SIGUSR2, current); 
   goto END_rt_timer_handler; 
  } 
  … 

 
is included in the implementation. A flag for signal posting (for housekeeping purposes 
in our program) is set (line 12), and a SIGBUDGET signal is posted for the running 
real-time LXRT task (line 13). The code in lines 17 to 21 posts SIGSCHED signals, be-
cause of the need for rescheduling. The IF condition in lines 17 and 18 verifies the need 
for rescheduling. Note that if the time expires and the budget of the running real-time 
LXRT task is not exhausted, rescheduling might be needed. A SIGSCHED signal is 
posted if the condition is satisfied. The goto statement results in a jump to the end of rt_ 
timer_handler(). 

The following example code is for the implementation of a real-time LXRT task. 
The registrations of signal handlers for SIGBUDGET (i.e., SIGUSR1) and SIGSCHED 
(i.e., SIGUSR2) are done in lines 4 and 5. Line 7 initializes of a real-time LXRT task. 
Line 9 sets up the budget for the task. The loop from line 10 to line 13 is example code 
for the implementation of a periodic task. 
 
3.3.3 Remarks on the implementation of soft budget-based resource reservation 
 

The implementation of soft budget-based resource reservation is limited in terms of 
the precision of budget reservation, due to the signal posting/delivery mechanism in 
Linux. When a SIGBUDGET or SIGSCHED signal is posted to the running real-time 
LXRT task, Task1, the task might be running in the user space or be suspended when a 
system call is run. If the real-time LXRT task is running in the user space when the time 
expires, the timer interrupt will trigger the execution of rt_timer_handler() and post a 
proper signal. As a result, when the timer handler returns, the signal will be delivered to 
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the real-time LXRT task, as shown in Fig. 4. The corresponding signal handler will in-
voke rt_task_wait_period() or lxrt_preempted(). In this situation, budget reservation 
will be pretty accurate. 

RTAI

Task 1

Kernel

RT_Task 1

Task 1 resumes

The timer 
expires

A signal 
is posted

Task 1 resumes

The timer 
expires

A system call 
is invoked

A signal 
is posted

 
(a) No system call is involved.                   (b) The system call is done. 

Fig. 4. The time expires when the real-time LXRT task is running in the user space. 

 
The above imprecision of budget-based resource reservation mainly occurs when 

the Linux kernel is executing while the time expires. When RTAI dispatches the buddy 
RTAI task of a real-time LXRT task, the Linux kernel might be running in the kernel 
space. Although the timer interrupts the Linux kernel, the Linux kernel still stays in the 
kernel space until the system call service finishes, as shown in Fig. 5 (a). As a result, 
execution of the dispatched real-time LXRT task is delayed. This may result in miscalcu-
lation of the remaining budget of the dispatched real-time LXRT task. If rescheduling is 
needed or the budget of a running real-time LXRT task is exhausted when the Linux 
kernel is servicing a system call invoked by the task, then another delay may occur, be-
cause neither the posted SIGSCHED signal nor the posted SIGBUDGET signal can be 
delivered to the running task on time, as shown in Fig. 5 (b). 

Kernel

RT_Task 1

RTAI

Task 1

Task 1 resumesThe dispatching of 
Task 1 could not occur

The timer expires, 
and no context 

switching occurs

A system call 
is invoked

The timer expires, 
and no context 

switching occurs

 
(a) Delay on the resumption of the              (b) Dalay due to the service of a  

scheduled LXRT task.                        system call. 

Fig. 5. The Linux kernel is executing while the timer expires. 
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Either of the two cases shown in Fig. 5 will result in imprecise for budget-based re-
source reservation. One possible solution is to compensate for the loss of the dispatched 
real-time LXRT task. The technical problem is determining how much to compensate for 
the loss! We take a novel approach, where the real-time LXRT task that suffers from 
budget loss is set to run freely until it invokes rt_task_wait_period(). This approach is 
simple but might not make up for the budget loss. Other higher-priority real-time LXRT 
tasks might also have a chance to preempt the task that suffers from budget loss. A better 
approach would be to measure the loss in the timer handler and then compensate for this 
loss. 

4. SYSTEM OVERHEADS AND BUDGET PRECISION 

The experiments consisted of two parts: The first part focused on the system over-
heads of the implementation for real-time RTAI tasks. The second part focused on the 
system overheads and budget precision of the implementation for real-time LXRT tasks. 
We do not include the experimental results for budget precision for real-time RTAI tasks, 
because they were very accurate and only depended on the dispatching latency (including 
the interrupt latency) of RTAI. The experiments were conducted over RedHat Linux 7.0 
(Linux kernel 2.4.0-test10) patched with RTAI 24.1.2. We then patched Linux-RTAI with 
the proposed code for budget-based resource reservation. In addition, Linux Trace Tool-
kit (LTT) version 0.9.4 was adopted as the trace tool to monitor the whole scheduling 
behavior. Different x86 hardware platforms were tested as shown in Table 1. 

Table 1. Testing hardware platforms. 

L1 
CPU 

Clock 
Frequency I-Cache D-Cache 

L2 
Cache 

PIII 500 497.55 MHz 16 KB 16 KB 256 KB 

PIII Celeon 400 399.06 MHz 16 KB 16 KB 128 KB 

PII 266 266.67 MHz 16 KB 16 KB 512 KB 

 
4.1 Real-Time RTAI Tasks 
 

In order to evaluate the system overheads of the implementation, we measured the 
actual budget received by a real-time RTAI task, referred to as the received budget. The 
assigned budget of a real-time RTAI task is the amount specified by users for resource 
reservation, referred to as the assigned budget. As a result, the received budget of a 
real-time RTAI task is the assigned budget minus the system overheads (if no compensa-
tion mechanism is adopted). Let the number of timer expirations during each servicing of 
the assigned budget be N, which was proportional to the extra overheads and could be 
changed among periods: ReceivedBudget = AssignedBudget − N × SystemOverhead. 

The task set in these experiments consisted of two tasks {τ1, τ2}, where the period 
and the assigned budget of τ1 were 2 ms and 1 ms, respectively, and the period and the 
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assigned budget of τ2, were 5 ms and 1 ms, respectively, These periods and budgets were 
selected only because they seemed reasonable and could provide a reference for the 
measurement of the system overheads. 

The experimental results were shown in Table 2. The simulation time was 500 ms. 
The average overhead were derived by dividing the total system overhead by the number 
of timer expirations during the simulation time. The maximum overhead were the maxi-
mum observed system overhead for a timer expiration during the simulation time. It was 
found that the system overheads were very limited. For example, even on the PII 266 
system, the maximum overhead was only 0.01 ms, and the average overhead was less 
than 0.007 ms. 

Table 2. System overheads of the implementation for real-time RTAI tasks. 

Platform Average Overhead Maximum Overhead 

PIII 500 0.00578 ms 0.007 ms 

PIII Celeon 400 0.00688 ms 0.008 ms 

PII 266 0.00638 ms 0.010 ms 

 
4.2 Real-Time LXRT Tasks 
 

The experiments in the second part were conducted to evaluate the system over-
heads and budget precision of the implementation for real-time LXRT tasks. Budget pre-
cision was measured based mainly on the amount of received budget, rather than the as-
signed budget. The system overheads reported in this section included the original RTAI 
overheads in scheduling/interrupt handling and extra overheads resulting from execution 
of the additional code discussed in section 3. In reality, the system overheads were diffi-
cult to measure, so the guarantee for the received budget could merely be considered soft. 
The relationship between an assigned budget and the corresponding received budget was 
modified as follows: ReceivedBudget = AssignedBudget − N × SystemOverhead − Ker-
nelDelays. KernelDelays denotes the dispatching delay due to the processing of system 
services, as shown in Fig. 5. The three x86 hardware platforms were tested again for the 
experiments on the implementation for real-time LXRT tasks. 
 
4.2.1 System overheads 

 
The same task set τ1, τ2 adopted in section 4.1 was adopted in the simulation to fa-

cilitate a comparison with the results reported in section 4.1, except that τ1 and τ2 were 
now real-time LXRT tasks. Table 3 summarizes the system overheads measured over the 
different x86 platforms. The simulation time was 500 ms. The average overhead were 
derived by dividing the total system overhead by the number of timer expirations during 
the simulation time. The maximum overhead were the maximum observed system over-
head for a timer expiration during the simulation time. All the results were gathered over 
LTT. The system overheads were higher than the corresponding results in Table 3. The 
system overheads were still limited however. For example, even on the PII 266 system,  



REAL-TIME LINUX WITH BUDGET-BASED RESOURCE RESERVATION 

 

43 

 

Table 3. System overheads of the implementation for real-time LXRT tasks. 

Platform Average Overhead Maximum Overhead 

PIII 500 0.01982 ms 0.035 ms 

PIII Celeon 400 0.02708 ms 0.056 ms 

PII 266 0.03469 ms 0.096 ms 

 
the maximum overhead was only 0.096 ms, and the average overhead was less than 
0.03469 ms. This was mainly because of the extra work needed for the implementation, 
such as signal posting/delivery and context switching between the user space and kernel 
space. 
 
4.2.2 Budget precision 
 

Since the real-time LXRT tasks were Linux tasks, the experiments on budget preci-
sion for the implementation were complicated by the inclusion of more tasks with dif-
ferent characteristics, such as the playing of MPEG streams. These experiments consisted 
of four real-time LXRT tasks {τ1, τ2, τ3, τ4}. τ1, τ2, and τ3 were simple computation-  
intensive real-time LXRT tasks with the same CPU utilization, and τ4 was an MPEG 
player. The period and the assigned budget of τ1 were 4 ms and 1 ms, respectively. The 
period and assigned budget of τ2 were 2 ms and 0.5 ms, respectively. The period and as-
signed budget of τ3 were 1 ms and 0.25 ms, respectively. τ4 was an MPEG player with a 
period of 20 ms and a budget of 5 ms. τ4 was a real-time LXRT task that read from the 
disk for MPEG streams and output the decoded video through the X server. 
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      (a) τ1 (Period, Budget) = (4 ms, 1 ms).         (b) τ2 (Period, Budget) = (2 ms, 0.5 ms). 
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(c) τ3 (Period, Budget) = (1 ms, 0.25 ms).      (d) MPEG τ4 (Period, Budget) = (20 ms, 5 ms). 

Fig. 6. Budget precision during 500 periods. 
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The precision of soft budget-based resource reservation was measured based on the 
ratio of the received budget to the assigned budget, referred to as the budget rate: 

(%) 100%.
ReceiveBudget

BudgetRate
AssignedBudget

= ×  

Figs. 6 (a), (b), and (c) show the precision of soft budget-based resource reservation 
results for τ1, τ2, and τ3, respectively. The X-axis denotes the number of periods in the 
experiment, and the Y-axis denotes the budget precision in terms of the budget rate. It is 
shown that the budget precision was 100% most of the time. During the entire experi-
ment, no more than 3 violations were observed over 500 periods. When the assigned 
budget was small, violation was more likely, because the assigned budget was large, 
compared to the system overheads, as shown in Table 3. Fig. 6 (d) shows the precision of 
soft budget-based resource reservation for the MPEG player. Many more violations oc-
curred, because the MPEG player made a lot of system calls, and synchronization existed 
between the MPEG player and the X server. In about 10% of the periods, the MPEG 
player received a budget that was different from the assigned budget. However, the qual-
ity of MPEG movie playing still seemed very good.  

5. CONCLUSIONS 

The purpose of this paper has been to explore issues related to budget-based re-
source reservation for real-time tasks over Linux and propose an implementation. We 
have extended RTAI API’s to provide both hard budget guarantees for hard real-time 
tasks under RTAI and soft budget guarantees for LXRT tasks in Linux user space. Back-
ward compatibility is maintained with the original RTAI (and LXRT) design. Modifica-
tions of RTAI are limited to few procedures, such as the timer interrupt handler, RTAI 
scheduler, and rt_task_wait_period(). A series of experiments are conducted to evaluate 
the overheads and budget precision of the proposed implementation. It was shown that 
the system overheads were very limited for resource reservation for real- time RTAI tasks 
and real-time LXRT tasks. The precision of budget-based resource reservation was also 
very good, even for a complicated workload of an MPEG player. 

In future research, we shall further extend our implementation to multi-threading 
processes for sharing of a single budget. We shall also explore synchronization issues 
related to cooperating processes, especially when a budget is reserved for each process. A 
joint management scheme for multiple resources, such CPUs and devices, will also be 
explored. 
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