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Rough face alignments result in suboptimal performance of face identification. In this
study, we present an approach for identifying the gender based on facial images without
proper face alignments. Instead of just using only the detected face patch for identification,
a set of patches is randomly cropped around the face detection region. Each patch set is
represented by a linear subspace and compared with other linear subspaces by measuring
their canonical correlations. A similarity matrix comprised of the canonical correlations is
then incorporated into an indefinite-kernel Support Vector Machine (SVM) formulation.
The number of support vectors, which we call support subspaces, can be decided automat-
ically, hence, we can avoid the dimension selection problem observed in our previous
work. Our experimental results demonstrate that the proposed approach outperforms
state-of-the-art methods.

� 2012 Elsevier Inc. All rights reserved.
1. Introduction

Identifying the gender of human subjects from facial images is an important preprocessing step in various applications,
such as human computer interaction, security control systems, psychological analysis and advertisements [11,35]. The pipe-
line of conventional gender classification methods can be summarized as shown in Fig. 1. Based on the pipeline, Mäkinen and
Raisamo [29,28] evaluated state-of-the-art face alignment and pattern classification methods used for gender identification.
They found that the classification rates increase with the accuracy of face alignment due to deductions about pose variability
when the model is reconstructed in the training phase.

Two widely used face alignment methods are affine warping for geometric shape alignment [33], and statistical models of
facial shapes and appearances [12]. Affine warping requires feature detection or manual labeling of specific facial features,
e.g., the eyes and mouth; while statistical models, such as active appearance models (AAMs) [12], need a large number of
facial landmarks. When applying these methods to new facial images under different settings, the face model must be rebuilt
from a newly collected training set to identify variations. In practice, facial features are often identified incorrectly because of
variations in human poses or difficult alignments [2,21,20]. Moreover, rough alignment of a single input is likely to impact
the results negatively.

With the growing availability of high-quality camcorders and increased data storage capacity, better recognition perfor-
mance can be achieved by using sets of images instead of a single input image. Because an object’s appearance may change
with variations in the camera pose, illumination, and nonrigid deformation, a set of images can provide more information
about variations in the input data. As shown in Fig. 2, the result is more reliable if we use a set of images rather than a single
. All rights reserved.
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Fig. 1. Conventional gender classification pipeline.
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image to identify a person’s gender. Recognizing a subject’s gender from a single image is often difficult, even for humans
and limits the accuracy of most classifiers. In this paper, we focus on the gender classification problem in sets of images.

Recently, canonical correlations [41] (also known as principal angles) have attracted increasing attention because of their
effectiveness in describing the similarity between two unordered image sets. Specifically, canonical correlations measure the
‘‘closeness’’ of two linear subspaces by the smallest angles between the subspaces, which represent corresponding sets or
vectors. Here, a vector can be an image, and a set of vectors may represent an image set. Kim et al. [22] proposed the Dis-
criminative analysis of the Canonical Correlation (DCC) method, which incorporates canonical correlations into the Linear
Discriminant Analysis (LDA) structure for face and object recognition. The problem is solved iteratively in order to find a
transformation matrix that satisfies Fisher’s discriminative criterion for sets of images.

For the recognition of unaligned facial images, Yan et al. [42] developed a method that is robust to misalignment be-
cause it minimizes an ‘1-norm formulation based on subspace learning techniques. Chu et al. [9] proposed synthesizing
facial patches randomly to avoid the facial alignment process illustrated in Fig. 1. They exploited the DCC method [22] to
process sets of facial patches, and demonstrated that it improves the accuracy of gender classification of unaligned facial
images. However, for all image sets, the dimension of the discriminative space must be decided manually; and different
dimensionalities produce diverse recognition rates. Moreover, DCC compares a test image set with all the training image
sets, which is time-consuming when the number of training image sets is large. Another drawback is that nonlinearity is
not considered.

In this paper, we propose a gender classification approach for unaligned facial images. Similar to the concept of ‘‘kernel
jittering’’ [14], we randomly generate sets of facial patches to capture more integrated gender information than that avail-
able in a single input. We also incorporate a set-matching similarity measurement into the SVM framework [27] to mitigate
the issues observed in previous studies. That is, similar to the approaches in [31,18,30], the proposed method selects sparse
support subspaces and thereby reduces the number of comparisons needed during the test phase. Our experimental results
demonstrate that the proposed gender classification approach for unaligned face images outperforms state-of-the-art
methods.

The remainder of this paper is organized as follows. In Section 2, we consider the notions of canonical correlations and
describe the similarity matrix built constructed from the notions. In Section 3, we discuss the drawbacks of existing ap-
proaches and explain how our approach resolves the problems. We implement the proposed method on three datasets in
Section 4 and then summarize conclusions in Section 5.
2. Measuring the correlation between sets of unaligned facial images

In this section, we introduce the proposed method for matching unaligned facial images. First, we describe the collection
and representation of a set of facial images, and then consider the canonical correlations used to measure the similarity be-
tween two sets of images.

2.1. Unaligned face image sets and their representation

Because face detection and face alignment algorithms do not align faces perfectly, we try to discover the gender informa-
tion in sets of unaligned facial images. To capture more facial variations for each subject i, we collect an image set Xi

1 by
randomly cropping a set of face image patches around the position selected by the face detection algorithm. An image set Xi

is generated from image patches xi
1; . . . ; xi

m

� �
located at random positions, scales, and rotations around the detected face region.

Fig. 3 shows an image set generated by random cropping. The red and blue rectangles indicate the detected face region and the
randomly cropped image patches respectively. We resize and reshape each image patch x to an n-dimensional column vector.
1 Bold capital letters denote a matrix X, bold lower-case letters denote a column vector x, xi represents the ith column of the matrix X, all non-bold letters
represent scalars, and 1n is a vector of ones of length n. kXk2

F ¼ Tr ðXT XÞ ¼ Tr ðXXT Þ designates the Frobenius norm of a matrix, where Tr (X) is the trace of a
square matrix X.



Fig. 2. Using multiple images for gender classification. A single image is more likely to be misclassified than an image set because the latter provides
various facial poses.

image set X i
subject i

Random

Crop

Fig. 3. Generating an image set by randomly cropping a set of facial patches (blue rectangles) around the face detection region (red rectangle). (For
interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)
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The idea of expanding a training image set by applying various transformations is similar to the concept of ‘‘kernel jitter-
ing’’ [14]. It has been shown that simulating the desired invariances of training examples is an effective way to obtain a more
invariant classifier. In this study, we generate such examples by transforming them based on synthetic facial locations.

This type of representation is often referred as a set of images, e.g., a video sequence or images observed under variant
conditions. Representing an object via an image set allows us to describe its density as a parametric distribution function,
e.g., a Gaussian. The distance between a pair of distribution functions is then determined by the Kullback–Leibler divergence
[13]. This approach has motivated a number of face recognition applications based on image sequences [37,1].

On the other hand, reconstructive methods, such us principal component analysis (PCA) [34], independent component
analysis (ICA) [10], and non-negative matrix factorization (NMF) [24], can be used to capture the redundancy (or common
views) in visual data. These methods preserve most of the data energy to enable sufficient reconstruction, and are therefore
insensitive to outliers and missing pixels (occlusions). In this paper, we focus on eigenvalue decomposition to gain the above
benefits. More specifically, we construct orthogonal basis matrices to represent image sets.

Given image sets X1, . . . , XN for N subjects, we gather the common information of the unaligned facial images by describ-
ing each Xi as a linear subspace Si spanned by a set of bases. Similar to [8,22,41], an n � d unitary basis matrix Pi that rep-
resents the linear subspace associated with Xi is computed by
XiX
T
i ’ PiKiP

T
i ; ð1Þ
where Ki is a diagonal matrix comprised of the d largest eigenvalues and Pi are the corresponding eigenvectors that form
unitary orthogonal bases for a linear subspace Si. After compressing the general information of each face image set into
its subspace, we compute the similarity between two subspaces by their canonical correlations.

2.2. Similarity measure based on canonical correlations

Given linear subspaces Li and Lj represented by the d-dimensional orthonormal basis matrices Pi;Pj 2 RN�d, we can com-
pute the similarity between Li and Lj by using canonical correlations, which describe the similarity (or closeness) between a
pair of orthonormal bases. Following [19,3], canonical correlations are defined as the cosines of the principal angles
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cosðhkÞ ¼max
uk2Li

max
vk2Lj

uT
kvk; ð2Þ
where uT
k uk ¼ vT

kvk ¼ 1, k = 1, . . . , d, uT
k ul ¼ vT

kvl ¼ 0 if k – l, and 0 6 h1 6 � � � 6 hd 6 p/2. Note that the principal angles
constitute an ideal measure for two unordered image sets because of their invariance to the column ordering of Pi

and Pj.
As a result, the angles hk between two subspaces reflect the common types of variation captured by the two subspaces, i.e.,

the extent that the subspaces intersect with each other. On the other hand, the angle between two unitary vectors could be
interpreted as the similarity between them. Thus, canonical correlations can provide information about the closeness or sim-
ilarity of the two subspaces.

Canonical correlations can be computed efficiently from the Singular Value Decomposition (SVD) of the product of Pi and
Pj as follows [16]:
PT
i Pj ¼ Q ijKQ T

ji; ð3Þ
where Qij and Qji are two rotation matrices that maximize the correlation between Pi and Pj; and K = diag(r1, . . . ,rd) is the
diagonal matrix of singular values, which represent the canonical correlations between the associated basis vectors. Given

the rotated subspaces, or canonical subspaces [8], Cij ¼ PiQ ij ¼ cij
1; . . . ; cij

d

n o
and Cji ¼ PjQ ji ¼ cji

1; . . . ; cji
d

n o
, the similarity mea-

sure s(Pi,Pj) can be computed by averaging the canonical correlations.
sðPi;PjÞ ¼
1
d

Tr ðKÞ ¼ 1
d

Tr ðCT
i CjÞ ¼

1
d

Xd

k¼1

ciT
k cj

k

� �
¼ 1

d

Xd

k¼1

cosðhkÞ: ð4Þ
Hereafter, for convenience, we denote the similarity s(Pi,Pj) between two orthonormal matrices Pi and Pj by sij. Next, we
show that a similarity matrix S built in this manner is a symmetric matrix in which each element 0 6 sij 6 1 and all diagonal

entries are equal to 1. First, the symmetry of S is demonstrated by the fact that sij ¼ Tr ðCT
i CjÞ ¼ Tr CT

j Ci

� �
¼ sji, which ensures

that the elements’ eigenvalues are real. Each element sij lies in the range [0,1] because, for each canonical correlation, 0 6 cos
(hk) 6 1, "k = 1:d. The unitary diagonal can be observed from the fact that if Pi = Pj, then by Eq. (3), we derive that Qij = Qji and

Cij = Cji; therefore, cij
k ¼ cji

k and cos (hk) = 1, "k = 1:d.
2.3. Discussion

Although the set-based similarity matrix S is symmetric, it can be observed that S is not generally positive semi-definite
(PSD). That is, S cannot be expressed as a reproducing kernel in some Hilbert space. As a result, S cannot be used directly in a
classic SVM [5,4] to learn a classifier. A number of works have studied valid kernels for set-based classification. For instance,

Wolf and Shauha [40] proved that a PSD kernel is the product of consecutive principal angles
Qk

i¼1 cosðhiÞ2, and used it to
measure subspace similarity. However, because small cosðhiÞ dominate this measurement, the similarity between two sub-
spaces approaches zero if any cosðhiÞ is small. Liu et al. [26] proposed the subspace distance metric

distðPi;PjÞ ¼ PiP
T
i � PjP

T
j

���
���

F
based on orthogonal projection. A PSD kernel is provided in the form of k(Pi,Pj) = exp

(�gdist(Pi,Pj)), but specific problems sometimes need careful selection of an appropriate g.
To avoid the problems observed in previous studies, we leverage the binary SVM framework [27] to exploit the benefits of

the set-matching similarity and sparse nonlinear solutions. Unlike the approach in [9], we do not select an appropriate
dimensionality or try to devise a valid kernel. The maximal margin classifier in [27] is an extension of the regularized dual
formulation of the conventional binary SVM. In this paper, we incorporate the indefinite similarity matrix S into the SVM
framework to distinguish between genders, so it is a two-class classification problem. The framework is therefore suitable
for the current task.
3. Learning support subspaces for set-based gender classification

We utilize the indefinite SVM framework [27] and the indefinite gender similarity matrix S to avoid the problems that
occur with the DCC [22] method used in [9]. Because the SVM framework automatically selects ‘‘support subspaces’’ for max-
imal partitioning of genders, it is not necessary to empirically choose an appropriate dimension for a discriminative gender
space during the training phase. DCC compares the test image sets with each training set, but the sparse solution of SVM
reduces the number of comparisons. We also relax the requirement for a Gram matrix of data points in a reproducing kernel
Hilbert space (RKHS), since the SVM formulation [27] derives the ‘‘nearest’’ PSD kernel matrix K to classify genders. In addi-
tion, we show that the formulation is a convex optimization problem that ensures a provable convergence property and the
existence of a global optimal solution.



102 W.-S. Chu et al. / Information Sciences 221 (2013) 98–109
3.1. Formulation

Recall that the binary SVM classifier [27] simultaneously learns a PSD kernel and support vectors from an indefinite ker-
nel. We utilize the set-based gender similarity S for gender classification, instead of designing a valid kernel. Then, we
approximate the PSD matrix K from S to validate Mercer’s condition.

Assume K 2 Rn�n is a PSD kernel matrix, and Y 2 Rn�n is the matrix with a diagonal label vector y = {yi 2 {±1}, i = 1, . . . ,n}.
Then, the dual formulation of a binary SVM with a 1-norm soft margin is given by
max
a2Rn

aT 1n �
1
2
aT YKYa

s:t: aT y ¼ 0; 0 6 a 6 C;
ð5Þ
where a is the vector of Lagrange dual variables; C is the trade-off between the margin and training errors; and 1n is a vector
of ones of length n. With a PSD K, the classic SVM is a standard convex quadratic problem, and a global optimal solution can
be obtained efficiently by many standard optimization techniques. Although the set-based gender similarity S is not PSD (as
discussed in Section 2.2), we regard it as a perturbation of a PSD kernel matrix K. Then, we can recover the PSD kernel K and
the SVM classifier simultaneously by optimizing the following regularized max�min formulation:
max
a2Rn

min
K2Rn�n

aT 1n �
1
2
aT YKYaþ qkK� Sk2

F

s:t: aT y ¼ 0; 0 6 a 6 C; K � 0;
ð6Þ
where q > 0 controls the penalty on the distance between K and S. Let Q ¼ fa 2 Rn : aT y ¼ 0; 0 6 a 6 Cg, and let Sn
þ be the

cone of n � n symmetric and PSD matrices. We can rewrite Eq. (6) as
max
a2Q1

min
K2Sn

þ
gða;KÞ ð7Þ
For the optimal solution ða�;K�Þ 2 Q � Sn
þ, g(a,K) is called the saddle representation [44], i.e., g(a,K⁄) 6 g(a⁄,K⁄) 6 g(a⁄,K), be-

cause the objective function is convex in K and concave in a. Therefore, the solution is guaranteed to be globally optimal. If S
happens to be PSD, the Frobenius norm tends to be zero. Eq. (6) can be interpreted as a generalization of Eq. (5) as it helps to
find the ‘‘support subspaces’’ based on the indefinite S.

To solve a and K at the same time, a closed form solution is derived in [27] to the optimal K⁄ by fixing a in Eq. (6). By
exploiting the fact that kK� Sk2

F ¼ Tr ððK� SÞTðK� SÞÞ, differentiating the problem with respect to K and equating it to zero,
we obtain the inner min problem as follows:
min
K�0

kK� ðSþ aT YYa=4qÞk2
F : ð8Þ
Then, K⁄ is found at the minimal objective value as the projection on the cone of PSD matrices:
K� ¼ ðSþ aT YYa=4qÞþ: ð9Þ
Here (Z)+ means that all negative eigenvalues of Z are treated as noise and clipped to zero [17], i.e., ðZÞþ ¼
P

i maxð0; kiÞzizT
i ;

ki and zi are, respectively, the ith eigenvalue and eigenvector of Z. This can be interpreted as a rank-one update of K on the
cone of PSD matrices when a is known. Given the optimal K⁄ and assuming that ki is the ith eigenvalue of K⁄, we can rewrite
(7) as the following problem:
max
a2Q

a>1n � Tr ðK�Yaa>Y>Þ þ q
X

i

kiðK�Þ2 � 2q
X

i

Tr kik
>
i

� �
S

� �
kiðK�Þ þ qTrðSSÞ: ð10Þ
3.2. Optimization algorithms

Let f(a) be the objective in (10). Using an EM-like algorithm, we can solve a and K⁄ alternately. However, maximizing f(a)
involves the non-differentiable function max (0,h(x)) and the computation of a gradient of eigenvalue decomposition. For the
sake of numerical stability, Luss and d’Aspremont [27] smoothed the function by a continuous �-approximation /(x), i.e., /
(x) = max06u61(uh(x) � �u2), and represented the gradient of eigenvalues in an element-wise fashion. The output gradient
5f(a) is obtained by combining the smoothed expression and the element-wise gradient. We can then maximize f(a) by
the projected gradient method (PGM) and the analytic center cutting plan method (ACCPM). Readers may refer to [27] for
a more detailed discussion of the smoothing function and gradient.

Given the smoothed differentiable objective function, PGM is a gradient approach that selects the steepest descent direc-
tion, and then updates the solution by projecting that direction onto the feasible region. The steps of the procedure are de-
tailed in Algorithm 1. Note that in the projection step (line 3), the zero finding approach [25] may be used to improve
efficiency. PGM ensures that there is a sufficient decrease in the value of the function per iteration k, but it does not have
an explicit convergence bound.
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Algorithm 1. Projected gradient method (PGM)
Algorithm 2. Analytic center cutting plane method (ACCPM)

In contrast, ACCPM [15] provides a convergence bound for non-differentiable convex optimization. It combines interior
point methods with cutting planes, and does not require differentiability. Let Pk ¼ fa 2 RnjAka 6 bkg represent the kth
inequality set, where the initialization can be derived by P0 ¼ fa 2 RnjaT y ¼ 0;0 6 a 6 Cg. The steps of the procedure are
detailed in Algorithm 2.

In addition, Ying et al. [44] interpret Eq. (7) as f ðaÞ ¼ minK2Sn
þ

gða;KÞ and translate the initial non-smooth function f(a) by a
smooth approximation with Lipschitz-continuous gradient. They rewrite the objective in Eq. (7) to obtain the Lipschitz con-
stant L = kmax(S) + nC2/q and use it to achieve a higher convergence rate with comparable accuracy. The algorithm continues
until it finds an e-optimal solution, i.e., maxa2Qf ðaÞ � f ðakÞ 6 e at the kth iteration. Readers may refer to [44] for further
details.

3.3. Discussions

It has been claimed that ACCPM [15] converges linearly to a higher precision rate than PGM. However, our experiment
results show that incorporating the gender similarity matrix into the SVM framework enables PGM to converge faster than
ACCPM with comparable precision. We validate the proposed gender classification method based on the SVM framework
Fig. 4. Examples of facial image patches of females (top two rows) and males (bottom two rows) used in the experiments: (a) the FERET database, (b) the
MORPH database and (c) the AINET database.
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[27] because its implementation is publicly available. In this paper, we focus on using conventional methods to solve the
classification problem. Readers may refer to [6,7,44] for further discussions on improving the solution speed.
4. Experimental results

As each gender is comprised of several linear subspaces that represent associated image sets, we try to determine a sub-
ject’s gender from facial images without proper alignments. In this section, we describe the face databases in Section 4.1;
discuss related methods and parameter settings in Section 4.2, present the performance results and compare then with those
of other methods in Section 4.3, and provide data on the convergence and running time in Section 4.4.
4.1. Face databases

We evaluated the proposed approach on two publicly available databases, namely, the FERET image database [36] and the
MORPH database [32], which have been widely used in facial recognition studies [38,23] and age estimation studies, respec-
tively. In addition, we collected photographs of Asian people involved in everyday activities from photo albums posted on
the Internet and compiled a database called AINET. Note that the database only contains facial images captured in an uncon-
trolled environments. Fig. 4 shows some examples of the male and female facial images considered in our experiments. We
tested the proposed method on the above databases using various settings to show that it is effective in diverse conditions.

The facial images were pre-located using the cascaded face detector [39] and scaled to 24 � 24 pixels. Moreover, each
image was histogram-equalized to normalize ambient lighting. To prevent proper alignment during training and testing,
we generated an image set by reproducing facial copies with different cropping scales and rotations around the face detec-
tion region. In total, 75 facial patches were generated for each person by randomly rotating the images (based on the facial
center points) up to 10�, scaling between 90% and 110%, and translating up to 3 pixels. Each database contained one image
per person. The ground truth was given manually.

The FERET database [36] is one of the most widely used databases in studies of the gender identification problem. It con-
tains 1199 high quality images of individuals with arbitrary poses and various facial expressions. We used the frontal facial
images from the fa- and fb-subsets, kept one image per person, and removed duplicate images manually. To ensure that the
genders were represented equally, the dataset contained frontal facial images of 400 females and 400 males.

The MORPH database [32] is notable because it includes more facial images and more challenging variations in terms of
the age and race of the 418 subjects. For each of the Caucasian, African-American, and Asian subjects, the database contains
facial images at various ages. The preprocessing procedure was the same as that used for FERET. Because the dataset
contained too many variations, we selected 3,400 images, instead of subjects, for the experiments. To the best of our
knowledge, this is the first study of the gender classification problem on such a wide range of ages and races.

Finally, to evaluate the effectiveness of our approach under more realistic conditions, we used the AINET database dis-
cussed earlier. Because the photos showed everyday activities in arbitrary indoor/outdoor scenarios, instead of in well-
controlled environments, they contained many challenging variations in illumination, head pose, facial expression, partial
occlusion, and image resolution. Figs. 4c and 8 show some of the images. The dataset comprised approximately 2000 photos
of more than 5000 subjects. In the following experiments, we used facial images of 2800 females and 2500 males.
4.2. Comparative methods and parametric settings

Our objectives are (1) avoid using the face alignment process in the conventional gender classification pipeline shown
Fig. 1, (2) resolve the shortcomings of the DCC method used in [9] (discussed in Section 3) and (3) obtain a more robust gen-
der classification by using support subspaces. Each linear subspace was constructed by using eigenvalue decompositions to
preserve 98% of the data’s energy. As suggested in [2], we remove the first three principal components to reduce the influ-
ence of lighting variations. We compare our method, called SubSVM, with the classic sample-based SVM [5] and the DCC
method [22]. Note that the sampled-based SVM is trained and tested on a single unaligned facial image.

The classic SVM is implemented with an RBF kernel. The best training parameters are found across the search range
c = {10�4,10�3, . . . ,105} and C = {10�4,10�3, . . . ,105}, where c, C represents the RBF kernel parameters and C is the tradeoff
between the margin and training errors. Meanwhile, the best parameters for SubSVM are in the range of
C = {10�3,10�2, . . . ,105} and q = {10�3,10�2, . . . ,105}. SVM converges when the duality gap is less than 0.01 for both the pro-
jected gradient method (PGM) and the analytic-center cutting plane method (ACCPM). The duality gap can be obtained by
solving Eq. (6) with an optimal kernel Eq. (9) in each iteration.

DCC needs more than two image sets to compute the within-class scatter matrix, so we randomly divide the image set of
each training individual into two subsets. However, this is numerically unstable because the within-class scatter matrix var-
ies with the number of subsets and partitions. In addition, DCC is affected by the singularity problem during the learning
phase; that is when the dimensions of the transformation matrix are fully used, the canonical correlations between the test
data and each training subspace have the same value. Therefore, the dimensions of the transformation space in DCC must be
selected carefully because the value influences the classification rate. Here, we report the best performance of DCC by



Table 1
The accuracy rates of the proposed approach and the compared methods. #Train (#Test) is the number of training (testing) subspaces; k�% denotes the
percentage of negative eigenvalues; and kmin (kmax) denotes the minimum (maximum) eigenvalue. SVM applies a sample-based kernel directly in the SVM
formulation, while SubSVM uses unaligned facial image sets in the PGM and ACCPM optimization algorithms. The bold results denote the best accuracy for each
combination.

Dataset #Train #Test k�% kmin kmax SVM DCC SubSVM (PGM) SubSVM (ACCPM)

(a) FERET 200 600 12.19 �0.11 480.11 84.48 87.95 88.42 88.59
300 500 12.19 �0.11 480.11 85.62 89.34 90.73 91.13
400 400 12.19 �0.11 480.11 85.93 89.37 89.39 89.65
500 300 12.19 �0.11 480.11 86.50 90.72 89.19 89.53
600 200 12.19 �0.11 480.11 86.37 92.79 87.76 89.80

(b) MORPH 200 2000 26.32 �0.39 1206.96 81.05 83.36 87.60 87.92
400 2000 30.75 �0.40 1242.43 82.25 84.40 92.80 93.41
600 2000 31.65 �0.37 1320.37 84.50 85.40 93.55 93.80
800 2000 32.46 �0.46 1541.07 86.30 87.50 94.65 94.75
1000 2000 33.17 �0.52 1648.29 84.00 86.05 93.65 93.92
1200 2000 33.56 �0.53 1761.18 86.15 86.40 93.60 93.77
1400 2000 34.35 �0.55 1869.73 87.15 87.75 93.45 93.58

(c) AINET 100 2000 29.48 �0.32 961.79 48.10 74.65 82.20 82.70
300 2000 29.74 �0.33 1052.51 56.00 76.58 88.82 89.00
500 2000 31.36 �0.36 1144.86 51.50 80.22 90.04 91.45
700 2000 32.37 �0.39 1235.75 55.05 80.43 90.65 90.90
900 2000 33.48 �0.43 1331.40 54.80 81.56 92.84 93.70
1100 2000 34.19 �0.47 1420.77 71.90 82.00 91.71 93.30
1300 2000 34.79 �0.49 1515.98 72.80 84.95 91.85 93.90
1500 2000 35.66 �0.52 1608.68 71.05 84.80 92.88 94.00

Fig. 5. Comparison of accuracy of the FERET database with our method and those presented in [29,43,45].
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selecting the transformation dimensionality around 160. Note that the proposed SubSVM method uses the SVM framework
to automatically select support subspaces, so it is not necessary to determine any dimension empirically.
4.3. Results

We compared the classification accuracy of the DCC, classic SVM, and SubSVM methods on three databases: (1) the FERET
database [36], (2) the MORPH database [32] and (3) the AINET database.
4.3.1. The FERET database
As mentioned earlier, the FERET database contains facial images of 400 males and 400 females. Different training/testing

combinations were used by taking some of the FERET images for training and the rest for testing, i.e., the facial images in the
test sets were different to those used for training, as shown in Table 1. The numbers of female and male images were equal
for both training and testing. The final accuracy rate is reported as the percentage of correct results over the entire popula-
tion, i.e., accuracy ¼ TPþTN

#Test , where TP and TN are the numbers of true positives and true negatives respectively. Because the
similarity matrix S was built on the same data set, the minimum and maximum eigenvalues of different training/testing
combinations are the same in this case. An intuitive way of finding support vectors based on the indefinite S is to plug S into
the classic SVM directly. However, this solution does not have any theoretical support, so it is not guaranteed to be optimal.
Here, the input of the experiment on the classic SVM is a single image instead of an image set because of the PSD constraint.

Table 1a shows the identification accuracy on the FERET database using different training/testing combinations. The bold
results denote the best accuracy for each combination. It is obvious that DCC and SubSVM outperform the classic SVM be-
cause an image set provides more information about a subject than a single input image. SubSVM is more accurate than DCC
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when the amount of training data is smaller. This may be because DCC can find a better discriminative space for classification
when the amount of training data is large. When the amount of data is small, DCC, which inherits from the LDA framework, is
easily affected by the small sample size problem, i.e., the dimensionality of the data is much larger than the amount of data.
SubSVM, on the other hand, automatically selects a subset of training subspaces as support subspaces. When more support
subspaces are selected near the separation hyperplane, SubSVM becomes insensitive to the amount of training data. In the
literature, it is reported that PGM stalls at a lower precision rate. However, it is worth noting that in our case, i.e., gender
classification using SubSVM, PGM converges much faster and achieves comparable accuracy. We discuss the convergence
and running time issues in Section 4.4.

Since this experiment followed the settings used in [29], we compared our results with those reported in [29,43,45],
which were obtained by state-of-the-art methods. The optimal results were obtained when C = 102 and q = 103. Fig. 5 shows
the accuracy rates of the compared methods, namely, component analysis combined with SVM (CA + SVM) [43], contrast
information and local binary patterns (CI-LBP) [45], Neural Network (NN), Support Vector Machine (SVM), Threshold Ada-
boost (Th-Ada), LUT Adaboost (LUT-Ada), Mean Adaboost (Mean-Ada), and Local Binary Patterns combined with SVM
(LBP + SVM). Green bars and dark red bars represent the results without and with alignment respectively. We observe that
the proposed method for unaligned facial images outperforms the methods without alignments, and it achieves comparable
accuracy to the methods that use alignments.
4.3.2. The MORPH database
The second experiment was conducted on the MORPH database. Because MORPH contained a lot many more facial images

than FERET, we evaluated a generalization of our approach by fixing the number of test images. Different numbers of training
images were used to assess the performance of each approach. The dataset used to build the similarity matrix changes with
different training/testing combinations. The information extracted by the similarity matrix focuses on the energy of the facial
images, and therefore lacks variability, i.e., most eigenvalues remain positive. The proposed gender classification approach
deals with the set-matching similarity matrix regardless of its positive definiteness.
Fig. 6. The convergence curves of the two algorithms on the two databases. The solid blue lines represent PGM and the dashed red lines represent ACCPM.
(#Train,#Test) represents different training/testing combinations in the two databases.



Fig. 7. Running time (in seconds) versus the number of training subjects of PGM and ACCPM on (a) FERET and (b) MORPH.

A: 6/5/1 B: 9/9/0 C: 8/6/1

I: 5/5/0H: 17/16/1
G: 7/7/0

D: 6/6/0 E: 7/7/0 F: 7/5/1

Fig. 8. Qualitative results of the proposed approach on images from the AINET database. The red and blue rectangles represent detected faces classified as
females and males respectively. The three numbers shown in each image refer to the number of faces in the image, the number of detected faces, and the
number of false classifications respectively. The set of images demonstrate the efficacy of the proposed method in various environments: indoor (A, B, I),
daytime outdoor (C, D, F, H), and dark/shadowy outdoor (E, G). False classifications are present in A, C, F and H. Although facial images in real-life photos
contain many variations, images with slight partial occlusions (B, C, D, G) and lighting changes (G, H) were correctly classified by our approach.
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As shown in Table 1b, the classic SVM method yielded the worst results because its training information was obtained
from a single image of each subject. As expected, a larger number of training images provided more prior knowledge for
training and led to higher accuracy. It is noteworthy that SubSVM outperformed DCC on all the training/testing combina-
tions. The reason is that the MORPH database provides more variety than the FERET database. Therefore, it was more difficult
for DCC to find a suitable space for linear discrimination of all the training image sets. In contrast, SubSVM automatically
discovered the optimal ‘‘support subspaces’’ and achieved the best identification performance. Note that for the MORPH
and FERET databases, ACCPM converged to a higher accuracy rate than PGM. This is because ACCPM solves the complexity
of the analytic center problem in each iteration.
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4.3.3. Uncontrolled environment – the AINET database
To verify the results derived on the MORPH and FERET databases, we evaluated the three methods on the AINET database,

which provides detailed information about Asian faces and poses a significant challenge for gender classification methods.
Besides the quality of the uncontrolled images and facial variations, the number of subjects in this dataset is much larger
than in FERET and MORPH. We fixed the number of test images in the same way as in the second experiment. The best accu-
racy was reported at C = 103 and q = 103.

Table 1c reports the classification accuracy of the AINET dataset. We ignored the classification results caused by false face
detections. The results show that the proposed method outperformed the other approaches. Clearly, increasing the number
of training subspaces improves the performance significantly. It is worth noting that DCC performed worse on the AINET
database than on FERET and MORPH, because AINET contains more unconstrained variations. DCC attempts to find the max-
imal possible separation between genders; however, in this case, it is difficult to find a transformation that discriminates
genders well. On the other hand, SubSVM considers nonlinearity by approximating the nearest PSD kernel and using it
for learning SVM. Because the PSD kernel implies an underlying RKHS, the gender classification problem is more likely to
be linearly separable than in a low-dimensional space (Cover’s theorem). Thus, the proposed method can achieve more con-
sistent and better results than the other approaches on the three datasets.

Fig. 8 shows examples of images in the AINET database. Facial images that were incorrectly classified are presented in A (a
male face of ‘‘neutral’’ gender), C (error caused by the large angle and occlusion), F (error caused by low resolution and occlu-
sion), and H (a female face of ‘‘neutral’’ gender). Note that classification of ‘‘neutral’’ gender facial images is sometimes dif-
ficult, even for humans. However, our method correctly classified most of the neutral images taken under various conditions.

4.4. Convergence and running time

We also evaluated the convergence and running time of PGM and ACCPM on the FERET and MORPH databases. As shown
in Algorithm 1, the bottleneck of PGM occurs when calculating the objective gradient5f(ak), which needs Oðn3Þ time for the
eigenvalue decomposition process, but it only takes Oð1=e2Þ iterations. ACCPM also requires Oðn3Þ time to compute the ana-
lytic center of a polyhedron, as shown in Algorithm 1, and it converges in Oðn logð1=eÞ2Þ iterations. Fig. 6 shows the conver-
gence curve plotted every 100 iterations using different training/testing combinations (plotted with different marks). The red
dashed lines and the blue solid lines represent ACCPM and PGM respectively. The parameters C and q are fixed at 10 each,
and the algorithms stop when the duality gap is less than 0.01.

The results in Fig. 6 show that PGM requires fewer iterations than ACCPM to reach a small duality gap. Recall that the
accuracy rates in Table 1 show that PGM converges in fewer iterations than ACCPM but achieves comparable accuracy.
ACCPM converges even more slowly when the number of training samples increases. A duality gap smaller than 0.01 is also
possible for validating the convergence property; however, it requires more iterations to converge and may only improve the
accuracy slightly.

Fig. 7 shows the running time versus the number of training samples for PGM and ACCPM. The running time refers to a
32-bit virtual machine with an Intel Core i7 processor. Clearly, PGM converges much faster than ACCPM. This is because
ACCPM requires more iterations than PGM, and also solves a linear program in each iteration. On the other hand, PGM only
requires a sorting of the current point in each iteration. Therefore, for gender classification with SubSVM, we recommend
using PGM because it is much faster than ACCPM and achieves comparable accuracy.

4.5. Improving the speed

Some methods have been proposed to improve the classification speed [25,44]. The work described is preliminary and is
not intended to explore methods that optimize the execution time. For PGM, the projection is the dominant factor in the
running time, and for ACCPM, finding an analytic center for polyhedrons in each iteration is the most important issue. Read-
ers may refer to the zero finding approach [25] for improving PGM, and the Lipschitz-continuous gradient [44] for smoothing
the objective function.
5. Conclusions

We have proposed SubSVM to learn support subspaces for gender classification using unaligned face images. The method
is more general for gender classification in three ways. First, it utilizes information from image sets to avoid the face align-
ment process used in the conventional gender classification approach. Rather than just use one facial image, we capture the
invariance of facial images by generating a set of unaligned facial patches from a single input and represent each image set as
a linear subspace. The subspaces contain information for discriminating between genders, and it has been shown that they
improve the performance of classification without proper face alignment [9]. Second, SubSVM resolves the problems
encountered in previous studies, i.e., the selection of transformation dimensionality, the linear assumption of the LDA frame-
work, and the lack of a mathematical convergence proof. Third, we incorporate a set-matching similarity matrix into the
indefinite-kernel SVM framework [27] to overcome the shortcomings of classic sampled-based SVM [5]. Because the SVM
framework is derived from a two-class classification problem, it is suitable for gender classification. Experiments on three
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datasets, FERET, MORPH and AINET demonstrate that the proposed gender classification method outperforms state-of-the-
art methods in terms of the qualitative and quantitative results as well as in the convergence and running time.
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