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ABSTRACT
Learning feature representations for image retrieval is essen-
tial to multimedia search and mining applications. Recently,
deep convolutional networks (CNNs) have gained much at-
tention due to their impressive performance on object de-
tection and image classification, and the feature representa-
tions learned from a large-scale generic dataset (e.g., Ima-
geNet) can be transferred to or fine-tuned on the datasets of
other domains. However, when the feature representations
learned with a deep CNN are applied to image retrieval, the
performance is still not as good as they are used for clas-
sification, which restricts their applicability to relevant im-
age search. To ensure the retrieval capability of the learned
feature space, we introduce a new idea called cross-batch
reference (CBR) to enhance the stochastic-gradient-descent
(SGD) training of CNNs. In each iteration of our train-
ing process, the network adjustment relies not only on the
training samples in a single batch, but also on the infor-
mation passed by the samples in the other batches. This
inter-batches communication mechanism is formulated as a
cross-batch retrieval process based on the mean average pre-
cision (MAP) criterion, where the relevant and irrelevant
samples are encouraged to be placed on top and rear of
the retrieval list, respectively. The learned feature space
is not only discriminative to different classes, but the sam-
ples that are relevant to each other or of the same class
are also enforced to be centralized. To maximize the cross-
batch MAP, we design a loss function that is an approxi-
mated lower bound of the MAP on the feature layer of the
network, which is differentiable and easier for optimization.
By combining the intra-batch classification and inter-batch
cross-reference losses, the learned features are effective for
both classification and retrieval tasks. Experimental results
on various benchmarks demonstrate the effectiveness of our
approach.
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1. INTRODUCTION
Learning effective feature representations plays a key role

in content-based image retrieval (CBIR). When good fea-
tures are employed, a retrieval algorithm would place images
of similar content to a query at the front of a ranked list
and those dissimilar (i.e., irrelevant) at the rear. In the past
decade, features such as SIFT [22], Fisher vector (FV) [27,
28], and bag-of-words (BoW) were popular descriptors used
in the retrieval systems. Recently, deep convolutional neural
networks (CNNs) have re-emerged and advanced the perfor-
mance of various visual recognition tasks, e.g., image clas-
sification, and they are capable of learning discriminative
features directly from raw data. It is also suggested that
CNN features trained on a large, diverse dataset (e.g., Im-
ageNet [34]) can be transferred to other recognition tasks
such as scene recognition [5] and object detection [8, 25]. In
addition, the deep descriptors have been adopted for image
retrieval [2, 3, 11, 46, 26] and have shown improved accuracy.

Despite better performance, most current retrieval ap-
proaches simply treat CNN representations learned from a
classification task as off-the-shelf features and do not take
full advantage of the CNN’s ability to evolve its param-
eters into a feature space more suited to retrieval. This
could hamper the retrieval performance because the features
learned for classification may not be optimal for retrieval.
In this paper, we consider the problem of learning feature
representations favorable for retrieval in deep CNNs and in-
troduce a new scheme to enhance the network training.

Our inspiration comes from the learning algorithm, stochas-
tic gradient descent (SGD), that is widely employed for net-
work training. In SGD, the gradient direction is computed
over only the training samples in a mini-batch at each it-
eration. Hence, unlike gradient descent, SGD does not en-
sure convergence to a local minimum of the loss function.
Even so, it enhances the chance of jumping out poor local
minima through randomness, and could reach a better min-
imum in the optimization process. Performing optimization
within a mini-batch also fulfills the physical requirement as
most GPUs have limited on-board memory — the batch size
should meet the memory constraint to avoid swapping, or
the learning process will be intolerably slow. However, in
batch-based learning, the network parameters are tuned via
minimizing a loss function formed by the training samples in
a batch only. When the number of training samples becomes
large, the batch size appears relatively small; thus samples
in a batch cannot reflect the main portion (nor even a small
but significant part) of the data distribution.

To address the data scarcity problem in a mini-batch, we
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Figure 1: An overview of our method that combines the cross-batch reference (CBR) MAP optimization and
the intra-batch classification loss. For the samples in a current batch, we use the neural codes as feature
representations and perform retrieval in a cross-batch manner, where the gallery is composed of training
samples in other batches. Our network can learn representations effective for retrieval if only the MAP
criterion is employed; learn features effective for classification and retrieval when trained with both criteria.

introduce a new idea called cross-batch reference (CBR) to
facilitate the learning of a feature space for retrieval. As its
name suggests, the CBR employs information between mini-
batches to enhance the SGD learning. At each iteration,
the network parameters are adjusted based not only on the
samples in a single batch but also on those distributed in
others. This inter-batch communication is inspired by the
nature of the retrieval process. The retrieval task aims at
returning a ranked list of images, sorted by their relevance to
a query from a gallery. Analogously, we treat the samples in
the current batch (with respect to the current iteration) as
the query and those in the remaining batches as the gallery.
When the returned ranked lists are good, the mean average
precision (MAP), a criterion that measures the goodness of
a retrieval algorithm, should be as high as possible; that is,
our network training involves optimizing the MAP criterion
through cross-batch retrieval for learning a feature space in
which the relevance between samples are well maintained.
To our best knowledge, this is the first time that inter-batch
information is integrated with deep CNN learning. Figure 1
gives an overview of our CBR learning method.

Direct maximization of the cross-batch MAP with SGD
is computationally demanding because the discrete form of
MAP is non-differentiable. A possible remedy is to smooth
the MAP function to estimate its partial derivatives [19,
36]. However, the associated gradient computation is rather
complicated. We instead introduce an approximated lower
bound of MAP, which can be understood as the ratio of
a weighted sum of affinities of relevant samples to the to-
tal affinity. Such a lower bound also simplifies the gradient
computation. Maximizing this lower bound will make the
relevant samples centralized (i.e., of high affinity) and keep

the irrelevant ones apart (i.e., of low affinity) in the fea-
ture space, essentially following the distance-metric learning
principle [42]. Moreover, when trained with the intra-batch
classification loss and the cross-batch reference MAP loss,
the network seeks feature representations effective for both
image classification and retrieval tasks.

To sum up, our contributions are as follows: (1) We pro-
pose a novel learning idea, cross-batch reference learning,
to enhance a network’s capability of learning discriminative
features for image retrieval. The employment of inter-batch
communication facilitates optimizing the MAP loss; (2) We
derive an approximate lower bound for the MAP loss that
is difficult to optimize directly; the proposed bound is dif-
ferentiable and easy to implement. Our proposed approach
is versatile and can handle datasets with different levels of
annotations. When only information of sample relevance is
available, our network is capable of learning feature repre-
sentations with merely the MAP criterion. When rich an-
notations such class labels are provided, our network learns
discriminative descriptors effective for classification and re-
trieval with a learning objective that combines the classifi-
cation loss and the MAP loss.

2. RELATED WORK AND BACKGROUND
The review focuses only on the work related to ours: deep

learning for image retrieval and MAP maximization.
Deep Learning for Image Retrieval. Recent deep CNNs
have shown their powerfulness on image classification and
object detection. The seminal work AlexNet in [18] demon-
strates that deep CNNs can achieve more favorable perfor-
mance on large-scale image classification than conventional



approaches. Following this direction, several advanced (and
usually deeper) CNNs have been proposed, such as NIN [21],
GoogleNet [39], VGG [38], ResNet [12], and so on. These
networks provide strong tools to learn image representations
in an end-to-end manner directly from the raw images.

The recent pioneer work in [18] also reveals that deep CNN
can be applied not only to image classification but also im-
age retrieval. The outputs of the deepest layer right before
the classification layer of the network trained on a large-
scale labelled dataset can be used as feature representations
for image retrieval as well. Later, the work in [3] reports
that such CNN features perform competitively on several
standard retrieval benchmarks; in addition, by combining
with PCA, the compressed compact representations can give
good results too [3]. Apart from simply re-using the CNN
features, domain-specific fine-tuning provides a way to ob-
tain deep representations more favorable for retrieval. This
can be achieved by fine-tuning the network on a dataset [3]
related to the retrieval task or re-fining the network with a
similarity learning objective on a target domain [41].

Though providing high-level visual content of an image,
global CNN representations lack geometric invariance [11].
Hence, recent work has proposed methods for improvements.
For example, the works in [11, 26, 31] extract and combine
the activations of local patches at multiple scales for image
retrieval. The approaches in [2, 23] aggregate the activations
from the convolutional layers that carry information about
local image regions better than fully connected layers. The
works in object detection also focus on finding the local re-
gions containing the objects of interest. For example, the
approach of RCNN [9] demonstrates that the deep CNNs
pre-trained for image classification can be used for object
localization through fine-tuning and region proposals’ iden-
tification on other datasets. Faster RCNN [33] shows that
the region-proposal step of RCNN can be absorbed in the
deep network, resulting in more effective and faster training
processes for local object detection.

In this paper, we follow the idea of fine-tuning a pre-
trained network to the retrieval task in the other domain.
We use the entire image as the training samples without fully
exploiting the patches or region proposals that could find
more critical contents for image retrieval. Instead, our focus
is on training the network with a MAP criterion and seeking
to find a feature space optimal for retrieval through the new
idea of CBR learning. Such a training criterion for feature
learning has not been explored before in deep learning. The
CBR learning also makes our work distinct from [43] that
tackles the multimodal similarity learning problem by deep
learning but with handcrafted features.
MAP Optimization. Performance evaluation criterion is
a core part of many information retrieval problems, such as
recommendation, web search, and online advertising. Our
work is most germane to the recent research that aims to
learn a model that optimizes the retrieval performance mea-
sures employed to evaluate the systems. Commonly used
metrics include Discounted Cumulative Gain (DCG), Nor-
malized Discounted Cumulative Gain (NDCG) [4, 49], RO-
CArea [36], and MAP. We focus on optimizing MAP because
it is a popular criterion used to measure the performance of
image retrieval approaches [10, 30, 50].

Optimization based on the performance measures directly
is also referred to as the figure-of-merit learning [7]. How-
ever, directly optimizing objective functions composed of

evaluation criteria is intractable due to the non-smoothness.
Hence, in practice, some work has proposed to optimize
a smoothed version of retrieval performance measure [16,
40]. For MAP maximization, sigmoid functions are used to
approximate the ranks in the average precision (AP) com-
putation in [19, 48], and hence a smoothed MAP can be
optimized directly. Others have approached the problem
alternatively by optimizing a continuous and differentiable
bound of the losses defined on the evaluation measures, for
instance, SVMmap [48] and AdaRank [47].

Unlike prior work, our MAP optimization is not restricted
to be realized based on the samples only in a single batch
like [19]. Inspired by the idea of cross-batch retrieval, we
exploit inter-batch communication during network training
to enhance the performance. Moreover, we introduce an ap-
proximate and differentiable bound that can be interpreted
from the viewpoint of distance-metric learning; it is easily
implementable by using current deep CNN packages.

3. METHOD
Our aim is to learn features effective for image classifica-

tion and retrieval. The learning objective is given as:

arg min
W

αEclass(W,Wc)− βEmap(W ), (1)

where Eclass(W,Wc) is the classification loss defined over
samples in a batch, Emap is the cross-batch MAP loss we
wish to maximize, α and β are parameters weighting the
importance of each term, and W and Wc denote the network
parameters that will be explained below.

This formulation lies in the multi-task learning paradigm,
in which multiple related tasks are learned jointly by us-
ing shared representations. However, our approach differs
from [6, 37] that use parallel networks to take multiple sources
of inputs. The cross-batch reference helps learn a better fea-
ture space for image retrieval in addition to classification.

3.1 Preliminary
In a deep CNN, given an input sample, any intermediate

layer can be employed to extract the features for the sam-
ple. Without loss of generality, we consider the case that
the deepest layer right before the final classification layer is
used for feature extraction, as illustrated in Figure 1.1 The
extracted feature representation is often referred to as the
neural code of that sample.

Consider a sample x whose neural code is represented by
y = f(x;W ), with f(·, ·) the deep feature extractor and
W the network parameters controlling the outputs of the
feature layer. When the data is of supervision labels, a clas-
sification layer is often added immediately after the feature
extraction layer, which classifies the feature vector y by a dis-
criminating function h(y,Wc) learned by the network, where
Wc denotes the parameters of the final classification layer.

In network training, the entire network parameters W and
Wc are learned to correctly classify samples according to
their class labels. The learned feature representation func-
tion f(·,W ) is useful for various tasks. For example, it can
be employed to extract features for new samples in the same
or other related domains [5]. It can also be used in a transfer-
learning manner that the parameters W are fine-tuned for

1Our approach can also be used when an intermediate layer
or a combination of layers are used to acquire the feature
representations.



Table 1: Listing of notations.

Notation Definition

X set of n training samples
xi the ith training sample
Xc training samples in the current batch
x a sample in the current batch Xc

D training samples with Xc excluded
Dx x’s relevant samples in D
rankS(xi) rank of xi in set S, where S is D or Dx

W set of network parameters
f(x;W ) neural codes (i.e., deep features) of x
sim(x, xi;W ) similarity of x and xi based on features

depending on W
di(x;W ) dissimilarity between x and xi
AP (x) average precision of the returned list

given query x
MAP (Xc) mean average precision of query samples

in Xc

g(·) a monotonically increasing function
σxi the weight for xi
smax(·) the softmax function

the datasets of other domains, and then classification or re-
trieval are performed in the new domain [35, 41]. However,
the classification-driven learning framework depicted above
tends to learn features that are more favorable to classifica-
tion but not retrieval. It is because that the classification
goal forces the samples of different classes to be separated
on different sides in the feature space, but does not enforce
the relevant (and/or same-class) samples to be close to each
other in the feature space. One such feature space thus per-
forms worse when employed for relevant sample retrieval.

In classification-driven learning, the supervision (or driv-
ing goal) is set in the classification layer, and thus the feature
layer is loosely controlled. A possible remedy to enhance the
retrieval capability of the learned feature space is to set the
goal directly on the feature layer. A question thus arises.
How to set the goals in the feature layer? An intuitive idea
is to use the mean feature of the relevant samples as the
learning goal. By doing so, relevant images will be close
to each other and form a group in the feature space. But,
where can we obtain features that are representative enough
for being used as the learning goals? Because all retrieval
criteria require a gallery for the performance assessment,
we propose to use the samples in the other batches as the
gallery for deriving a practically useful goal to facilitate the
learning of deep CNNs via SGD.

3.2 Cross-batch Retrieval Learning
To begin, we list the notations in Table 1. LetX = {xi|i =

1 · · ·n} be the set of training samples. It is divided into m
disjoint batches, X = X1 ∪X2 ∪ · · · ∪Xm, for learning the
network parameters with SGD. Each batch has l samples
and n = ml. We use “ ∼ ” to represent the relevance of two
samples. That is, xi ∼ xj means xi is a relevant sample of
xj , and xi � xj means that they are irrelevant. Whether two
samples are relevant depends on the settings of the datasets
adopted. For some datasets, xi and xj are relevant if they
share a common class label, whereas for others, xi and xj are
relevant if they are near duplicates of similar visual contents.

To train a neural network by SGD (i.e., finding W ), each

iteration uses only the current batch for the objective func-
tion optimization. We extend SGD training with inter-
batch association as follows. Consider an ongoing iteration.
Our idea is to employ every sample in the current batch as
a query to retrieve the samples in the remaining batches,
so that cross reference between the present and the other
batches is established. More specifically, for every training
sample x in the current batch (say, Xc), the average preci-
sion (AP) is calculated for x; then the MAP is computed as
the mean of the l APs obtained from the current batch, and a
high MAP is desirable. In the following, we first investigate
the analytic form of AP and then conduct a distance-metric
learning criterion for MAP maximization.
Analytic Form of Average Precision (AP): AP is a
retrieval criterion measuring whether relevant samples are
placed at the top of an ordered list, in which images are
ranked in a descending order based on their relevance to a
query. For a query x and a gallery set D consisting of the
training samples with those in the current batch excluded,
D = X\Xc, the AP of the returned list is

AP (x) =
1

|Dx|
∑

xi∈Dx

rankDx(xi)

rankD(xi)
, (2)

where Dx = {xi ∈ D|xi ∼ x} is the subset of x’s relevant

samples in D, |Dx| is the cardinality of Dx (i.e., the number
of x’s relevant samples), and rankD(xi) and rankDx(xi) are
the ranks of xi in the sets D and Dx, respectively.

To determine the rank of an element in a list, we need
to evaluate the relevance between two images. We consider
using the similarity of the features of two images in the fea-
ture space as a relevance indicator. Specifically, the similar-
ity sim(x, xi;W ) of images x and xi is defined as the inner
product of their respective features in our current study,2

sim(x, xi;W ) = fT (x;W )f(xi;W ) = yT yi. (3)

With the similarity defined above, one can easily compute
the dissimilarity between two images as

di(x;W ) = −sim(x, xi;W ).

Without loss of generality, we will use di(x) to simplify the
notation in what follows.

Given the dissimilarity measure, the rank of xi in the
sorted list of Dx can be written as the following closed-form
equation,

rankDx(xi) =
∑

xj∈Dx

I(di(x)− dj(x)), (4)

where I(·) = 1 if the argument is greater than zero, and
I(·) = 0 otherwise. Similarly, the rank of a relevant sample
xi in the sorted list of D is obtained by

rankD(xi) =
∑

xk∈D

I(di(x)− dk(x)). (5)

The analytic form of AP is then obtained by substituting
Eqs. (4), (5) into (2). The MAP is obtained by averaging

2Other similarity measures can be used in our framework as
well. The inner product is used here because it can result in
the soft-max functions easily realized by the powerful and
currently popular deep CNN package, CAFFE [15].



the APs of query samples in the current batch Xc,

MAP (Xc) =
1

l

∑
x∈Xc

1

|Dx|
∑
xi∼x

rankDx(xi)

rankD(xi)
, (6)

with xi ∼ x an equivalent representation of xi ∈ Dx.
Lower Bound of Average Precision (LAP): Direct max-
imization of the MAP is difficult because of the discrete form
in the AP computation of Eq. (2). Some approaches [19]
approximate the function I(·) with the sigmoid function to
smooth the MAP. However, the resultant objective is fairly
complex with nested sums of fractions.

We instead maximize a lower bound of AP (x), which is
more tractable and can be linked to distance-metric learning
with an insightful interpretation. The lower bound, denoted
as LAP (x), is given as

LAP (x) =
1

l|Dx|

∑
xi∼x

e−di(x)g(rankDx(xi))∑
xk∈D

e−dk(x)

=
1

l|Dx|

∑
xi∼x

e−di(x)g(rankDx(xi))∑
xk∼x

e−dk(x) +
∑

xk�x

e−dk(x)
, (7)

where g(·) is a monotonically increasing function satisfying
g(z) ≤ z, z ∈ N+ (e.g., g(x) =

√
x). The proof of that

LAP (·) is lower bound of AP (·) can be found in Appendix.
It is worth noting that the lower bound LAP (x) is cor-

related to distance metric learning in a way that the term
e−di(x) can be referred to as the affinity between x and xi.
With this in mind, we can further express the meaning of
the lower bound as:

• The numerator of Eq. (7) is a weighted sum of the affini-
ties between the query sample x and its relevant sam-
ples, each weighted by a monotonically increasing func-
tion g(rankDx(xi)) with respect to the rank of xi in the
retrieved relevant list.

• Similarly, the denominator of Eq. (7) is the sum of the
affinities between the query sample x and all samples in
the gallery D; it is also equivalent to the total affinity of
both relevant and irrelevant samples.

When the weights g(rankDx(xi)) are set to 1 for all rel-
evant samples, Eq. (7) becomes a common distance metric
learning criterion. Maximizing Eq. (7) is then equivalent
to maximizing the sum of affinities of the relevant samples
over the sum of affinities of all samples. Hence, the relevant
samples’ total affinity is desired to be high, whereas the irrel-
evant samples’ total affinity is expected to be low. A better
distance-metric space is thus learned for the discrimination
of the relevant and irrelevant samples. It enforces the rele-
vant samples to be ranked on top of the retrieval list as their
distances to the query are smaller.

Moreover, in the formulation of Eq. (2), the relevant sam-
ples placed on rear of a list gets larger weights, g(rankDx(xi)).
Thus, lower-ranked relevant samples are assigned with higher
penalties in the optimization, which coincides with the ra-
tional of enhancing the AP.

Finally, by replacing −di(x) with sim(x, xi) and overlook-
ing the constant l, our MAP maximization turns into max-

imizing a loss formed by the lower bound of AP as:

arg max
W

Emap(W )

=
∑
x∈Xc

1

|Dx|

∑
xi∈Dx

esim(x,xi;W )g(rankDx(xi),W )∑
xk∈D

esim(x,xk;W )
, (8)

where Xc is the current batch and D = X\Xc is the set of
the other batches.

3.3 Cross-batch Reference (CBR) Learning
An issue worthy of note lies in the computation of neural

codes for gallery images. To optimize Emap(W ) of Eq. (8),
one has to compute the similarity between the neural codes
of x and xk, i.e., sim(x, xk;W ) = fT (xk;W )f(x;W ). It thus
requires the neural code f(xk;W ) available for the sample
xk in other batches (D = X\Xc). In an ideal setting, to keep
neural codes up-to-date, the codes of all samples are to be
updated once the network learning takes place. This would
result in very complex partial derivatives with respect to W
as well as slow computation that is infeasible in practice.

To address this issue, we relax the objective Emap(W ) by
keeping fixing the neural codes of xk, denoted as yk, when
the current batch is employed in the optimization process.
By doing so, the similarity between x and xk in the feature
space becomes yTk f(x;W ), and Eq. (8) can be re-written as

Emap(W ) =
∑
x∈Xc

∑
xi∼x

σxie
yT
i f(x;W )

∑
xk∈D

ey
T
k
f(x;W )

, (9)

where σxi =
g(rankDx (xi))

|Dx| . Because the codes yi have been

fixed, rankDx(xi) can be initially determined by sorting the
relevant samples in the gallery according to their similarities
to the query x. The weight σxi thus becomes a constant
when the current batch is used for the optimization. Here,
we choose g(·) =

√
(·) to moderately increase the penalties

of the samples that are relevant to x but ranked lower.
To set the target codes yi for the gallery samples, two

strategies could be adopted. One is to use the most recently
updated codes when previous batches are used for training.
The other is to update the codes for all samples every r
batches. Currently, we choose the later in the implementa-
tion. The setting of r is dataset-dependent, typically r = ηm
(where η = 32) in our experiments, with m the number of
total batches. During learning, we update the target code
twice, which amounts to 96m (including a step to learn fea-
tures for better initialization) training batches for datasets
with class labels and 64m for those without class labels.

To further simplify the implementation, we assign samples
relevant to each other a representative code which is the av-
erage of their neural codes in the code-updating step. Con-
sider a sample x in the current batch and its relevant sam-
ples xi ∼ x in the other batches. When the codes f(xi;W )
are re-computed via the updated parameters W in every r
batches, we use the mean yi = 1

|Dx|
∑

xi∼x f(xi;W ) as the

target code for all xi that are the relevant samples of x. This
step further alleviates the computational burden because yi

are fixed for all xi ∼ x, and thus the term ey
T
i f(x,W ) needs

to be computed only once for each sample x in the current
batch. Though the ranks of x’s relevant samples are tie in
this setting, lower ranked relevant samples will still get the



same but a higher penalty weight. Consider that we wish
to make relevant samples close; it implies that their neural
codes should be as similar as possible and relevant samples
would form a cluster in the feature space.

With this simplification, we do not have to exactly im-
plement cross-batch retrieval that would be time consum-
ing, but reduce it to a simpler setting of cross-batch refer-
ence (CBR) learning—the target codes are summarized (by
averaging) from the other batches and provide the driving
force for the feature-representation learning. Though a re-
laxation is adopted, as having been explained, the criterion
is for distance-metric learning and is positive for increas-
ing the AP; hence, it still benefits the separation of rele-
vant/irrelevant samples and AP enhancement.

We implement our approach using the CAFFE [15] pack-
age. To realize the MAP maximization of Eq. (9), by letting
y = f(x;W ) and

smax(y, yi) =
ey

T yi∑
xk∈D

eyT yk
,

where smax(·) is the softmax function, we obtain Eq. (9) as

Emap(W ) =
∑
x∈Xc

∑
xi∼x

σxismax(y, yi). (10)

Hence, for each sample x in the batch Xc, its Emap is formed
by a linear combination of |Dx| softmax functions. The
MAP maximization can thus be easily realized via using the
built-in softmax layer in CAFFE. More precisely, as each
term σxismax(y, yi) is upper-bounded by σxi (because soft-
max is upper-bounded by 1), maximizing Emap is equivalent
to minimizing the difference between the outputs and the
upper-bounds. We set the desired output of

∑
σxismax(y, yi)

as
∑
σxi in our implementation for the MAP maximization

in CAFFE. Algorithm 1 outlines our CBR learning.
Our network training is performed by using a machine

with NVIDIA GTX Titan X GPU with 12 GB memory.
When training with only the retrieval criterion, we add a
CBR layer on top of the feature-extraction layer in CAFFE
and set α = 0; when training with both classification and
retrieval criteria, we further add a standard classification
layer in CAFFE and set both α and β as 1 in Eq. (1).

4. EXPERIMENTS
We start with experimental settings and then introduce

the benchmarks. We present the results and performance
comparison with the state-of-the-arts.

4.1 Experimental Settings
To explore the applicability of our method to different

networks, we choose AlexNet [18] and VGG16 [38] as our
network models. AlexNet is composed of 5 convolutional
layers, followed by 2 fully connected layers and one classifi-
cation layer; VGG16 is a deeper network with 13 convolu-
tional layers, followed by 2 fully connected layers and one
classification layer. In both networks, the dimension of the
last fully connected layer is 4096, which is relatively high to
be deployed in large-scale search. We hence add a new layer
composed of 512 nodes right after the 4096-D layer and use
it as the feature representation layer in our approach.

An important issue in the evaluation is determining the
relevance between samples. For datasets annotated with

Algorithm 1: Cross-batch Reference Learning (and
Intra-batch Classification)

Input: Training samples divided into m batches,
X = X1 ∪X2 ∪ ... ∪Xm

Output: A set of non-linear projection parameters W

Step 1 (Initialization):
Fine-tune the network with only classification for better
target codes if class labels are available;

Step 2 (Optimization):
iter = 0;
while iter < max iter do

if iter is a multiple of ηm then

Extract neural codes of samples in other batches
and compute the target codes;

Compute the MAP loss of the current batch w.r.t to
the target codes using Eq. (10);

Update the network parameters W based on the
MAP loss with back-propagation;

return W ;

Table 2: Statistics of the datasets used.

Dataset # Labels # Gallery Images # Queries

CIFAR-10 10 50,000 10,000
Flower-17 17 680 340
SUN397 397 100,754 8,000
Oxford — 5,062 55
Paris — 6,412 55

class labels, following the common practice [44], we consider
two images relevant if they share the same class label. For
those lack of class labels, the relevance between images are
derived from the ground-truth retrieval lists. Images in the
same retrieval list are deemed relevant.

To train the network, we initialize its weights with the
ones pre-trained on ImageNet and then fine-tune the fea-
tures on the new domain with the MAP criterion with or
without the classification loss.

4.2 Datasets
We conduct experiments on datasets of diverse types to

show the efficacy of our approach on image retrieval. The
considered ones are with or without class labels; the images
types include tiny objects of CIFAR-10, flowers of Flower-
17, and scenes of SUN397, Oxford, and Paris. In addition,
the data sizes range from small (< 1K) to large (> 100K);
the number of class labels also varies greatly (from 10 to
397) when class labels are available. We elaborate on each
dataset below.
CIFAR-10 [17] contains 60,000 32 × 32 color images cat-
egorized into 10 classes. The class labels are mutually ex-
clusive, and thus each class has 6,000 images. The entire
dataset is partitioned into two non-overlapping sets: a train-
ing set with 50,000 images and a test set with 10,000 images.
Flower-17 [24] contains 1,360 images in 17 categories, with
80 images per category. The dataset is split into the training
(40 images per class), validation (20 images per class), and
test (20 images per class) sets. In the experiments, we use
only training and test sets.
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Figure 2: Samples images from the CIFAR-10, Flower-17, SUN397, Oxford, and Paris datasets.

SUN397 [45] is a large scene dataset composed of 108,754
images in 397 categories. The number of images varies across
categories, with each category containing at least 100 im-
ages. Following the settings in [20], we randomly select 8,000
images to form the query set for testing and use the remain-
ing 100,754 as training samples.
Oxford [29] is a standard benchmark for instance-level im-
age retrieval. It consists of 5,062 images corresponding to
11 Oxford landmarks. A set of 55 queries (5 per landmark)
are used to evaluate the retrieval performance.
Paris [30] is another dataset for instance-level retrieval. It
contains 6,412 images of Paris landmarks (e.g., Eiffel Tower,
Notre Dame, and Louvre) collected from flickr. Same as the
Oxford, the retrieval performance is assessed on 55 queries.

Information about the used datasets is shown in Table 2
and some samples images in Figure 2.

4.3 Results on CIFAR-10
CIFAR-10 is a labeled dataset and we thus train our net-

work with a combination of the classification and CBR lay-
ers, or with only the CBR layer for retrieval. As a first
experiment, we use a classic model, AlexNet, and compare
our approach with two settings using the same network. One
is the 4096-D features of AlexNet trained on ImageNet as
signatures without fine-tunning. The other is the 4096-D
AlexNet features fine-tuned on CIFAR-10.

Though recent studies [12, 21, 18, 31] have shown that
the rich features of deep neural networks trained on large-
scale datasets demonstrate outstanding performance on im-
age classification, they are unfavourable for image retrieval
as can be seen in Table 3. Fine-tuning boosts the per-
formance by a significant margin, from a 39.66% MAP to
81.16%. Our method combining CBR and classification lay-
ers (named as CrossMAP + Class) further promotes the
MAP to as high as 87.36%. These results suggest that
the networks trained with the classification and MAP losses
learn a feature space where relevant samples are centralized
and irrelevant ones are apart. The classification accuracy of
our CrossMAP+Class, 87.98%, is slightly worse than that
obtained by using fine-tuned AlexNet, 89.56%. It reveals
that our method considerably increases the retrieval perfor-
mance with a little sacrifice of the classification performance.

We also train the network on CIFAR-10 by using only the
CBR loss in our method, and report the retrieval perfor-
mance in Table 3. Our method with the CBR layer only
(CrossMAP) attains retrieval performance comparable to
the network trained with two criteria. This indicates that
our cross-batch reference MAP learning itself is effective for
learning effective feature representations for retrieval.

4.4 Results on Flower-17
Our method is general and can be integrated with others

Table 3: Performance of different methods on
CIFAR-10. Acc. and MAP denote classification ac-
curacy and mean average precision, respectively.

Method Dim. Acc.(%) MAP(%)

AlexNet 4096 — 39.66
AlexNet, fine-tuned 4096 89.56 81.16

Ours, CrossMAP 512 — 88.40
Ours, CrossMAP+Class 512 88.75 87.36

Table 4: Performance of different approaches on
Flower-17. Acc. and MAP denote classification ac-
curacy and mean average precision, respectively.

Method Dim. Acc.(%) MAP(%)

AlexNet, fine-tuned 4096 80.29 59.11
VGG16, fine-tuned 4096 89.11 71.25

Ours, AlexNet 512 83.82 86.44
Ours, VGG16 512 86.76 87.72

networks. In this experiment, we present the results with
a more recent model, VGG16, in addition to AlexNet. We
train the network with a combination of classification and
CBR layers by using our method.

Table 4 compares our approach to those based on fine-
tuned AlexNet and VGG16 features. Our approach has
an advantage over the others in terms of the MAP. It is
worth noting that our approach with the CBR layer to en-
hance the retrieval ability leads to 27.33% and 16.47% MAP
points improvement compared to the fine-tuned AlexNet
and VGG16, respectively. These results indicate that our
network not only learns a feature space with great discrimi-
nation to flower categories but also forces features of relevant
samples to be close to each other in the feature space. One
may note that our approach performs more favorably when
integrated with VGG16 than AlexNet. Hence, we opt for
VGG16 as the network model for the rest experiments.

Figure 3 shows the top 8 retrieved images from the Flower-
17 dataset with our learned compact 512-D neural codes and
the 4096-D features of AlexNet. Our method is able to make
neural codes of relevant images close even when they are in
different viewpoints and sizes. In contrast, relevant samples
are less centralized in the fine-tuned 4096-D feature space;
the returned list contains many false positives.

4.5 Results on Paris
The Paris dataset contains landmark images, which greatly

differ from the object images in ImageNet. Directly initial-
izing the network with the pre-trained weights on ImageNet
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Figure 3: Top 8 ranked returned images of using different feature representations on a sample query of the
Flower-17. Images with red border are false positives. Upper row: ours. Lower row: AlexNet fine-tuned.

Table 5: Retrieval comparison of different methods
on Paris. MAP denotes mean average precision.

Method MAP(%)

BOW-200k-D [13] 59.11
Ng et al. [23] 69.40
CNN-aug-ss [31] 79.50
Multi-resolution-ss [32] 85.30
ReDSL.FC1 [41] 94.74

Ours 95.88

may not provide a good starting point for network train-
ing. As suggested in [3], we re-train the network on the
Landmarks dataset with class label supervision for learning
a feature space suited to building categorization. We then
follow the settings in [41] and fine-tune the network with
only the CBR layer because Paris provides no class labels.
Also note that the Paris dataset does not specifically define
the query and gallery images, i.e., a query image can also be
a gallery image for the other queries. For a fair comparison,
all query images are not used in network training.

Table 5 shows the comparison of our approach with VGG16
to other state-of-the-art retrieval methods, including those
using traditional descriptors (BOW [13]), and CNN-based
methods (ReDSL [41], Multi-resolution-ss [31], Ng et al. [23]).
Our approach performs more favorably against the other ap-
proaches. We owe this to the reason that cross-batch refer-
ence learning can enhance the network with the ability of
encouraging relevant samples to have similar neural codes,
coinciding with the observations made on CIFAR-10 and
Flower-17. Figure 4 shows the top returned images of our
method for a sample query.

4.6 Results on Oxford
The Oxford dataset is similar to Paris and so we adopt the

same training procedure in learning image representations.
That is, we train VGG16 with the CBR layer only.

However, images in this dataset vary greatly in the view-
points and scales. To tackle this problem, we employ the
spatial search suggested in [31] in the testing stage. The
spatial search extracts descriptors for local patches at mul-
tiple scales. The distance between a local query patch and
a gallery image is defined as the maximum among the inner
products of the query and gallery patches pairs. Then, the
mean inner product of all query patches to the gallery is
used as the relevance distance for retrieval.

Table 6 compares our method with state-of-the-arts. Our
method with VGG16 achieves a MAP of 68.33%, compara-
ble to several approaches but worse than ReDSL.FC1 [41]
and [32]. This could be because CNN-aug-ss adopts a series
of post-processing, including L2 normalization and power
transform to enhance the features, and ReDSL.FC1 and [32]
employ high-dimensional features, for example, 4K-D and
10K-D, respectively. By contrast, our descriptors are of only
512-D, which are more compact and suitable for large-scale
search. The bottom row of Figure 4 shows the top returned
images of our method for a sample Oxford query.

We notice that our approach performs better on Paris
than Oxford. The reason could be that the number of rel-
evant images for the same object in Paris is much greater
than that in Oxford: On average, Paris has 162.8 relevant
images per object while Oxford has only 51.6. To verify
this hypothesis, we augment the number of relevant images
for an object in Oxford. In specific, in addition to the full-
sized image, we add 4 patches of size covering 1/4 of the
image and 9 patches of size covering 1/3 of the image. Do-
ing so makes the number of relevant images 14x larger than
the original setting. Table 6 shows that data augmentation
boosts the performance to 77.95% MAP on Oxford, indicat-
ing that our approach would perform better on the datasets
with sufficient amount of relevant images.

Like Paris, the Oxford dataset has no classification labels
for training. It thus demonstrates again that our method
can be flexibly used for the problems containing either clas-
sification labels or relevance ground truths, or both.

4.7 Results on SUN397
Finally, we evaluate our method on SUN397 that is of

a larger scale and has diverse class labels. We train the
VGG16 with the classification and the CBR criteria, and
present the results in Table 7. Our approach enhances the
retrieval performance and leads to 17.81% MAP points im-
provement when compared to the fine-tuned VGG16 fea-
tures, demonstrating that our approach can handle images
with numerous classes and is scalable to larger datasets.

Figure 5 shows the top returned images using our learned
descriptors and the VGG16 fine-tuned ones. As can be seen,
our approach retrieves images that are not only visually
similar but also have the same label with the query. On
the other hand, the returned images of the VGG16 features
contain visually similar images in wrong categories.

5. CONCLUSIONS AND FUTURE WORK
We have presented a novel learning idea, cross-batch ref-
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Figure 4: Query images and their corresponding top 8 ranked images retrieved from the Paris and Oxford
datasets. Upper row: Paris. Lower row: Oxford.
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Figure 5: Top 8 ranked returned images of using different feature representations on a sample query of the
SUN397. Images with red border are false positives. Upper row: ours. Lower row: VGG16 fine-tuned.

Table 6: Retrieval comparison of different methods
on Oxford. MAP denotes mean average precision.

Method MAP(%)

BOW-200k-D [13] 36.40
Multi-resolution-ss (256-D) [32] 53.30
VLAD + adapt + innorm [1] 55.55
Deep convolutional + Max pooling [32] 53.30
Deep fully connected + fine-tuning [3] 55.70
Sum pooling [2] 58.90
Ng et al. [23] 64.90
T-embedding [14] 67.60
CNN-aug-ss [31] 68.00
ReDSL.FC1 (4K-D) [41] 78.34
Multi-resolution-ss (10K-D) [32] 84.40

Ours 68.33
Ours w/ data augmentation 77.95

erence learning, to enhance a network with abilities to learn
features effective for classification and retrieval. Our idea
employs inter-batches communication mechanism based on
the MAP criterion, where the relevant and irrelevant sam-
ples are encouraged to be placed on top and rear of the re-
trieval list, respectively. To maximize the cross-batch MAP,
we design a loss function that is a lower bound of the MAP
on the feature layer of the network.We then reduce the ap-
proach to an inter-batch target-codes driven one that is effi-
ciently implementable on the publicly available CNN pack-
age, CAFFE. Experiments on several benchmarks show that
our approach constantly increases the retrieval performance
and meanwhile provides promising classification accuracy.

Future work includes improving the target code updates

Table 7: Performance comparison of different meth-
ods on SUN397. Acc. and MAP denote classification
accuracy and mean average precision, respectively.

Method Dim. Acc.(%) MAP(%)

FastH-N [20], bits 1024 — 18.40
VGG16, fine-tuned 4096 60.78 42.55

Ours, VGG16 512 57.06 60.36

stage during network learning. We consider more frequent
code updates without re-computations could be a promising
way for performance improvement. Another direction is to
learn binary-valued codes, which facilitate fast image search
in large-scale datasets.
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APPENDIX
Following the definition g(z) ≤ z for z ∈ N+, we have

AP (x)l|Dx| =
∑
xi∼x

rankDx(xi)

rankD(xi)
≥

∑
xi∼x

g(rankDx(xi))∑
xk∈D

I(di(x)− dk(x))
.

Because I(z) ≤ ez for z ∈ R (empirical loss is bounded by
the exponential loss), it yields∑

xi∼x

g(rankDx(xi))∑
xk∈D

I(di(x)− dk(x))
≥

∑
xi∼x

g(rankDx(xi))∑
xk∈D

edi(x)−dk(x)

=
∑
xi∼x

g(rankDx(xi))

edi(x)
∑

xk∈D
e−dk(x)

=

∑
xi∼x

e−di(x)g(rankDx(xi))∑
xk∈D

e−dk(x)

= LAP (x)l|Dx|,

Hence, LAP (x) ≤ AP (x), i.e., (2) is a lower bound of (1).


