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Abstract 
 

One leading framework for image object mining is the 
bag-of-words (BOW) approach. The idea is to encode an 
image as a collection of visual words of the quantized local 
patches. Objects in the image can then be retrieved through 
inferring the semantic topics associated with the set of visual 
words. However, the visual BOW mining framework is apt to 
suffer from the so-called term-mismatch problem (a.k.a. 
vocabulary problem). This is caused by the poverty of query 
information, and consequently becomes an obstacle to deal 
with synonymy (i.e., different visual words for describing the 
same object). In this paper, we propose a novel language-
model-based approach with pseudo-relevance feedback for 
addressing the vocabulary problem in visual BOW mining. 
We employ the pseudo positive images produced in response 
to the original query as a set of “cues” to gradually refine 
the query language model. Unlike traditional approaches 
that only ruggedly append feedback information into the 
original query, the proposed approach reconstructs the 
query language model with finer granularities so that the 
query concepts can be captured more accurately. The 
proposed approach is experimentally evaluated using two 
different types of image object databases. Our algorithms are 
shown to bring significant improvement in the retrieval 
accuracy over a non-feedback baseline, and achieve better 
performance than conventional feedback approaches. 
 
1. Introduction 
 

Mining useful patterns and knowledge from large 
databases has been the focus of many recent researches and 
applications. However, most works have emphasized on 
extracting information from data stored in alphanumeric 
databases. There are currently relatively few techniques for 
multimedia data mining and information extraction in 
multimedia data sets, and thus users have the obstacle to 
discover useful and implicit information contained in those 
great amount of multimedia data. Recently, researches on 
image mining [3][25] have attracted an increasing amount of 
research interest due to the exponential growth of the image 
data. Since image mining is more than just an extension of 
data mining to image domain, interdisciplinary techniques 

including traditional data mining, content-based image 
retrieval, machine learning and computer vision need all to 
cooperate to achieve the retrieval goal. Therefore, mining 
images that are visually identical or similar to the query 
object still remains difficult. 

Recently, there is a trend of using quantized image 
keypoints in image object mining [6][21] and classification 
[8]. The idea was originally inspired by the bag-of-words 
(BOW) approach in text IR. In the BOW representation, a 
text document is encoded as a histogram of the number of 
occurrences of each word. Similarly, one can characterize an 
image by a histogram of counts of visual words. Then the 
image object mining can work as text information retrieval, 
except that there is no pre-given visual vocabulary for the 
image mining problem. As a result, the visual vocabulary for 
the image mining problem has thus needed to be learned 
from a training set in advance.  

To obtain the visual vocabulary, each image in the corpus 
is first processed to extract features in some high-
dimensional descriptor space. These invariant descriptors are 
then offline clustered to form a much smaller discrete set of 
prototypes called visual vocabulary. The quantized feature 
vectors (i.e. cluster centers) in the visual vocabulary are 
referred to as the “visual words” by analogy to the 
“keywords” in text categorization. The visual vocabulary has 
thus provided a mid-level representation which helps bridge 
the semantic gap between the low-level features and the 
high-level concepts. At the query time the descriptors 
extracted from a query image are mapped onto the visual 
vocabulary in a similar way, and the system then returns a set 
of images that contain a large number of visual words in 
common with the query one from the image database. 

Despite its simplicity and computational efficiency, result 
of the BOW method is often unsatisfactory. The reason of 
the limited performance can be summarized in two-folds. 
First, replacing invariant descriptors with prototypes reduces 
some discriminating powers present in the unique features, 
and consequently tends to suffer more seriously from false 
negatives than most text retrieval systems. Second, image 
mining differs from common tasks of classification such as 
face detection and character recognition. In a retrieval task, 
the number of potential image classes is extremely large and 
usually only a small number (or even only one) of the query 
examples are given. The insufficient information of the 
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user’s query induces the term-mismatch problem (a.k.a. 
vocabulary problem), causing the retrieval system to provide 
non-relevant images to the user. Thus, a lot of time might be 
spent on reformulating the queries until relevant information 
is retrieved.  

To improve the retrieval performance of visual BOW 
mining, several works have been proposed, ranging from 
higher semantic representations [31][10], patches sampling 
strategies [15], to scalable visual vocabularies [14][17]. Most 
of these works mainly dedicate their efforts to figure out a 
more efficacious visual-words representation. However, 
pseudo-positives information has not been well utilized in 
these approaches. Higher semantic representations (e.g., 
visual-phrase method [31]) and patches sampling schemes 
try to find a better BOW representation with less 
quantization or semantic distortion, while scalable visual 
vocabulary approaches (e.g., Vocabulary Tree [14]) build 
image corpora that are extendable to a very large scale. 
Eventually the aforementioned term-mismatch problem 
could still cause the failure of these systems, even when a 
more sophisticated visual-words scheme is adopted. 

Recent developments in relevance feedback and statistic 
language modeling for IR have motivated us a new way 
about the visual BOW mining process. Relevance feedback 
is an effective mean to gather information about the query 
class distribution and has long been used to enhance the 
retrieval performance. The general idea is to use the 
documents identified by the user as relevance to modify the 
current query so that a more effective query can be used in 
the next search iteration. Through the interaction between the 
retrieval system and the user, the system is expected to 
provide more accurate retrieval results. Language model, 
otherwise, provides a solid foundation and smoothing 
strategies to eliminate the effect of noise during the feedback 
process. 

In this paper, we focus on improving the visual BOW 
mining by exploiting statistical language models and 
relevance feedback. Two feedback strategies with different 
granularities are proposed to re-estimate the query model: 
one is the feedback strategy based on the whole image 
document level, and the other is to expand the query by 
exploiting informative visual words individually. The 
proposed fine-grained framework has thus allowed more 
informative evidences to be incorporated into the retrieval 
procedure under the same visual BOW framework, thereby 
alleviating the vocabulary problem. Since it is impossible to 
obtain users’ judgments in automatic retrieval tasks, the 
pseudo-relevance-feedback (PRF) technique [4] that assumes 
the cues in top-ranked documents are relevant to the query is 
adopted in our feedback process. 

How to integrate the visual BOW framework with a query-
likelihood ranking function on the relevance-based language 
model has not been well studied yet. This enlightens us the 
possibility of combining both multimedia and IR techniques 
to effectively retrieve image objects. We will show that the 
proposed approach outperforms not only the original visual-
BOW framework, but also the traditional vector-space model 
such as the method of simple average-to-reweighting [6]. 

The remainder of this paper is organized as follows. 
Section 2 reviews the related researches. In Section 3, we 
describe the designation of the mining framework, including 
the visual BOW representation, noise removal, and relative-
entropy-based ranking function. Section 4 presents the 
proposed PRF approaches and Section 5 shows the 
experimental results of the retrieval accuracy. Finally, 
conclusions are given in Sections 6. 
 
2. Related Work 
 

Motivation and foundation of our work come from two 
research streams: visual bag-of-words and relevance 
feedback. 

 
2.1. Visual Vocabulary 

 
The problem of image modeling using low-level features 

has been studied in multimedia retrieval for decades [22][24]. 
One leading method for image object mining from large 
image database is the visual bag-of-words or visual-
vocabulary-based approach. The idea of visual dictionary 
was initially proposed in [21]. In this work, Sivic and 
Zisserman performed retrieval of shots from a movie using a 
text retrieval approach. Descriptors extracted from local 
affine invariant regions are quantized into visual words. 
Term Frequency Inverse Document Frequency (TF-IDF) is 
then used to compute the relevant scores between query and 
database images. In [8], the authors presented a method for 
visual categorization based on the vector quantization of 
affine invariant descriptors. Each image was mapped to a 
vector of visual keywords according to the visual dictionary, 
Naïve Bayes or SVM was then used to train the classifiers 
for image categorization.  

Despite the popularity of visual bag-of-words 
representation owing to their simplicity, the 
retrieval/classification performance is not totally satisfied. 
Quantizing local descriptors inevitably decreases the 
discriminative power, and reduces the capacity to describe 
the detailed image structure. To further improve the retrieval 
performance, Zheng et al. [31] argued that phrases in text 
have a higher semantic granularity than words, and thus 
propose a visual phrase-based approach to retrieve images 
containing the desired objects. Visual word pairs that 
frequently appear closely at the same time will be merged to 
form the visual phrase by using Apriori rule [1]. Their 
experiments demonstrate that the visual phrase-based 
retrieval approach outperforms the visual word-based 
approach. Some semantic-relevance images that can not be 
found under the typical visual bag-of-words model were 
successfully retrieved. Nowak et al. [15] investigated the 
correlation between patch sampling strategies and 
performance. Two popular multi-scale keypoint detectors: 
Laplacian of Gaussian and Harris-Laplace, and their 
proposed random sampling strategy are tested for 
performance comparison. Surprisingly, they have 
experimentally shown that the random sampling strategy 
gives equal or better performance than the sophisticated 
multi-scale interest operators that are commonly used. In 
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[10], Hsu et al. argued that conventional clustering methods 
such as k-means can only find similarities in the low-level 
feature space but often ignore the correlation of the semantic 
labels. They have thus employed information bottleneck 
principle to construct a more promising visual vocabulary 
called visual cue cluster. The advantage of their approach is 
that the semantic meaning can effectively be preserved and 
the quantization distortion is thereafter decreased. In [26], 
the authors explored the language models and cosine 
similarity on visual keywords. Different parameters in the 
model were tested to show the effectiveness of their 
framework. 

Despite the efforts in inventing new BOW-based retrieval 
algorithms, results of the state-of-the-art methods usually do 
not meet the requirement in practice. It would be 
advantageous to develop an approach that can refine the 
imprecise search results without complicated interactions 
between the users and systems 

 
2.2. Relevance Feedback 

 
Relevance feedback has long been used to enhance the 

retrieval performance in text-based IR systems [4][19]. More 
recently this notion has been applied to content-based image 
retrieval (CBIR) systems [20]. The general idea is to use 
images identified by the user as relevant or not to refine the 
query, so that a second-stage search can be performed and 
more relevant images can be retrieved. 

In [27], the authors sampled the pseudo-negative images 
from the lowest rank of the initial query results, and took the 
query videos and images as the positive examples. The 
retrieval is then formulated as a classification problem which 
improves the search performance. However, the sparseness 
of positive example could cause an imprecise classifier, and 
hence degrade the detection accuracy. 

The approach of [9] employed the images returned from 
the Google image-search engine as positive examples and 
then learned an object model from the images. Through an 
unsupervised scoring function, their algorithm is capable of 
learning from a high-noise training data set. However, their 
model suffers from a huge computational load, and is limited 
to the image queries of simple objects such as bottles, cars, 
and so on. 

Chum et al. [6] have brought the query expansion into the 
visual bag-of-words retrieval architecture. They constructed 
the so called latent model from the images returned from the 
original query, and then issued a new query to get better 
retrieval results. However, the performance of [6] relied 
mainly on the geometry of the matched keypoints considered 
in a post-verification step. The RANSAC-like verification 
costs a vast amount of computation effort, and consequently 
becomes impractical when dealing with really large-scale 
databases. Besides, the feedback information is not well 
utilized and smoothed, since it is simply appended to the 
original query under a traditional vector space model, which 
could lead to poor retrieval performance. 

Our work is different from those of [26] and [6]. Rather 
than retrieving images based on visual keywords directly 
such as [26], we employ a fine-grained pseudo-relevance 

feedback architecture to enhance the system performance. 
Unlike [6], we concentrate on the study of pseudo-relevance 
feedback, instead of the geometric information originated 
from the computer vision for post-processing. In addition, the 
language model also provides us a more concrete theoretical 
basis to re-estimate the query model, and thus leads to a 
more feasible architecture in practice. 

 
3. Fundamental Image Mining Framework 
 

This method of this paper is related to two research topics: 
image object retrieval and relevance-based language 
modeling. We use visual BOW to represent an image, and 
refine the query language model through the pseudo-
relevance feedback procedure. In this section, we first give a 
brief outline of the proposed visual BOW mining 
architecture and then the relevance-based language model to 
introduce the terminology which is used in this paper. 
 
3.1. Visual Bag-of-Words Representation 
 

The basic idea of BOW is to treat images as a collection of 
the representative prototypes sampled from the training 
image corpus, and then use the resulted distribution in the 
descriptor space as a characterization of the image.  

In this paper, the SIFT algorithm [12] is employed to 
extract the features due to its impressive performance in 
image recognition [13]. The SIFT algorithm was invented for 
object recognition and widely adopted for applications in 
image/video retrieval. It consists of four major stages: scale-
space extrema detection, keypoint localization, orientation 
assignment, and keypoint descriptor construction. First, the 
DoG (Difference of Gaussian) operator is convolved with the 
image in the scale space, and a pixel is selected as a keypoint 
if it is the scale-space extrema. Then, an edge orientation 
histogram (EOH), determined by the gradient orientations in 
each keypoint’s neighborhood, is constructed for the 
keypoint. The resulted 128-dimensional vector of EOH is 
then employed as a distinctive local descriptor.  

When building the visual vocabulary, the size is an 
important parameter affecting the system performance. A 
proper number of the visual words are benefit to balance the 
retrieval accuracy and response time. However, conventional 
visual BOW approaches adopted the k-means algorithm that 
is easy to implement but hard to scale to a large vocabulary. 
For generating a finer and larger scale corpus, we thus 
employed a clustering approach based on approximate-
nearest-neighbor (ANN) [2] to balance the computation time 
and quantization accuracy. 

As we know that the computation effort in typical k-means 
mostly spent on calculating the nearest neighbors between 
the points and cluster centers, we have thus tried to lessen the 
computation by replacing the exact nearest-neighbor (NN) 
problem with an approximate k-d tree (Ak-d tree) [2]. The 
idea behind the Ak-d tree is to return the closest neighbor 
with a high probability. It only visits the nodes that lie within 
a threshold distance. Given a set of visual words in the visual 
vocabulary V and a slackness parameter ε > 0, the true NN 
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method returns the exact nearest neighbor qNN of the data 
point p:  

Vqqpdqpd iiNN ∈∀≤ ),(),(   (1) 

Alternatively, ANN returns an approximation of qNN whose 
distance from p is within some bound (1+ε) of the distance 
between p and qNN : 

,0,),()1(),( >+≤ εε NNANN qpdqpd       (2) 

where qANN is the approximate nearest neighbor of p. The 
main benefit of ANN is that it provides a speedup over the 
exact nearest neighbor by several orders of magnitude yet 
results in only slight accuracy degradation. Therefore, 
replacing this exact computation in k-means by ANN lessens 
the computation effort, and helps build a vocabulary with 
richer content. Since the points to be clustered are usually 
huge, the overhead of building the Ak-d tree is therefore 
relatively small compared to the time cost saved by ANN 
search. In this case, the Ak-d tree is built over the cluster 
centers at the beginning of each iteration of the clustering 
process to increase the training speed. 
 
3.2. Stop Words Removal 
 

Removal of non-informative words is a commonly used 
technique in text retrieval and categorization. In this scenario, 
a predefined “stoplist”, which consists of hundreds of less 
meaningful high-frequency words (e.g., prepositions and 
conjunctions), is employed to eliminate irrelevance 
information in text documents. Such a method is quite 
advantageous for improving the accuracy of the search 
results and reducing the redundancy of the computation.  

In visual BOW mining, it is somewhat difficult to define 
such a stoplist. In [21], Sivic and Zisserman claimed that the 
most frequent visual words in images would possibly be the 
“visual stop words” and can be ignored from the feature 
representation. We here follow this assumption and set both 
the top and bottom 5% frequent visual terms in the visual 
vocabulary as stop words. 
 
3.3. Similarity Measurement 
 

We used relative entropy [7] of the language models [23] 
as our fundamental retrieval framework. Recently, the 
language modeling approach has become a popular IR model 
due to its sound basis and good empirical success. A 
language model is a probability distribution that captures the 
statistical properties of words. In information retrieval, 
language modeling refers to the problem that figures out 
whether a query and a document are generated by the same 
language model. That is, to estimate the likelihood for a 
query and a document, given the language model of the 
document and query. 

A popular retrieval model based on statistical language 
models is the Kullback-Leibler (KL) divergence unigram 
retrieval model [30]. The basic idea of this retrieval model is 
to measure the distribution similarity (or relevance value) 
between the query and document models by employing KL 

divergence. Hence, the retrieval problem turns out to be an 
estimation problem that estimates the unigram models for a 
query and a set of documents. 

More formally, suppose that we are given a collection T of 
the target (database) images. Each image I ∈ T is represented 
by a discrete set of visual words, I = {w1, w2, …, wn}, 
generated as described in Section 3.1. Assume that a 
database image I is obtained as a sample from a unigram 
language model (i.e., a multinomial word distribution) P(w|θI) 
with the parameters θI. The simplest way to estimate the 
document language model is to treat the image as a sample 
from the underlying multinomial word distribution and use 
the maximum likelihood estimator [11]  

,),()ˆ|(
I

IwtfwP I =θ                             (3) 

where tf(w, I) is the count of the visual word w in image I, 
and |I| is the total number of visual words in I. 

However, (3) could generate a zero probability if a visual 
word never occurs in the document image I, which causes the 
problem in scoring the likelihood of a document with the 
query. To avoid the incorrectness, the Dirichlet smoothing 
[29] technique is employed. Dirichlet smoothing uses a 
document-dependent coefficient (parameterized with µ) to 
control the interpolation, 

.
)|(),(

)ˆ|(
µ

θµ
θ

+
+

=
I

wPIwtf
wP B

I                     (4) 

Here P(w|θB) is the probability of visual word w given by the 
collection language model θB, which is usually estimated by 
using the whole collection of image documents T, e.g., 

.
),(

)|(
∑

∑

∈

∈=

TI

TI
B I

Iwtf
wP θ

                         (5) 

The generative model for a query is simply set as a 
unigram language model, which is defined as: 

,),()|()ˆ|(
Q

QwtfQwPwP Q ==θ                    (6) 

where Q denotes the query image, tf(w, Q) is the count of the 
visual word w in the query Q, and |Q| is the total number of 
visual words in Q. 

Given the estimated query and a document language 
model  Qθ̂  and Iθ̂ , the relevance value of I with respect to Q 
can then be measured by the KL-divergence:  

,
)ˆ|(

)ˆ|(
log)ˆ|()ˆ||ˆ( ∑

∈

=
Vw I

Q
QIQ wP

wP
wPKLD

θ

θ
θθθ             (7) 

where V is the set of all the visual words. 
 
4. Pseudo Relevance Feedback 
 

The KL-divergence-based retrieval method described in 
the previous section, however, is not very discriminative 
because the information contained in a single query image is 
limited. The paucity of query information causes the 
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vocabulary problem, which is related to the difficulty of 
dealing with synonymy (i.e., different visual words 
describing the same object).  

Several different methods have thus been proposed to 
improve the estimation of θQ by further exploiting the 
information contained in target-collection image documents. 
Pseudo-Relevance Feedback (PRF) is one of such techniques 
that can refine the query representation based on the 
identification of useful terms from the top-retrieved images. 
The newly updated and more detailed query is then expected 
to alleviate the vocabulary problem. 

In this section, we present two generic approaches, 
namely, VIsual Document Expansion (VIDE) and VIsual 
Term Expansion (VITE) to analyze information contained in 
top-ranked images in order to provide expansion terms. In 
the proposed algorithms, the feedback information is 
gradually refined with finer granularities so that the query 
concepts can be modeled more accurately. In the following, 
we will first investigate two VIDE analysis techniques 
focusing on the image document level feedback. Afterwards, 
we introduce a more fine-grained feedback, VITE, based on 
much more accurate visual-term-level information. 
 
4.1. Visual Document Expansion 
 

Since the top ranked images are supposed to be likely 
relevant or at least similar to the query image, VIDE 
employed these feedback images to identify useful additional 
information, and considered all the visual terms contained in 
these image documents as candidates for query expansion. 
The refined query model is then learned through this newly 
extracted information.  

More formally, based on the assumption that a query 
image is generated by sampling from two different language 
models: a query image model and a feedback query model, 
the language model of a new query VIDE

Qθ̂  is a linear 

interpolation of these models,  

),ˆ|()1()ˆ|()ˆ|( FQ
VIDE
Q wPwPwP θλθλθ −+=               (8) 

where λ is a parameter controlling the influence of the 
feedback model, and )ˆ|( FwP θ  denotes the estimated 
feedback query model based on the feedback images, which 
are the top-ranked images from the initial search result. 

Suppose that all topics appearing in the top-ranked images 
center on the concept of query image, we can then use a 
naive way to estimate the feedback query model Fθ̂ , which 
is simply a summation over the language models of the top-
ranked search images (denoted by R): 

.)ˆ|(log
||

1exp)ˆ|( ⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
∝ ∑

∈RI
IF wPwP θθ

R
          (9) 

We thus call the formulation (9) the VIDE-Naïve method.  
However, some topics in the feedback images may address 

the unseen terms issue of the query model, while some could 
only be background topics of the target collection. For this 
reason, a more suitable model would be a mixture model that 
generates a feedback image by combining the feedback 
document model with a collection language model. We here 

use an EM-based generative model [30] to remove the 
irrelevant noise. Given a background weighting parameter β, 
the feedback documents set R, and the background language 
model P(w|θB), the EM (Expectation Maximum) algorithm is 
employed to compute the maximum likelihood estimate of 
the feedback model as 

).|(logmaxargˆ
FF RP

F
θθ θ=              (10) 

The EM updating formulas for P(w|θF) are 

)|()|()1(
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For convenience, we denote this method as VIDE-EM. 
 
4.2. Visual Term Expansion 
 

The VIDE method presented in the previous section 
provides a way to incorporate information in top-ranked 
images into feedback process. However, it uses an indirect 
way to reconstruct the query model. The refined query model 
is learned directly from the feedback image documents, but 
each of which may contain visual terms that are irrelevant to 
the query topics. Consequently, feedbacks based on the 
whole image content could introduce noises as expansion 
terms, causing drift of the original query’s focus. 

We tackle the problem by proposing an alternative PRF 
strategy called VIsual Term Expansion (VITE), which 
directly selects the candidate terms to avoid the problem of 
irrelevant terms. Only a subset of visual terms in the top-
ranked images is chosen to join the feedback process. We 
detail the candidate visual term extraction and feedback in 
VITE as follows. 
 

A. Candidate Term Extraction 
The challenge of candidate terms extraction lies on how to 

find the informative visual terms for query expansion. We 
here present three term-scoring functions to associate each 
visual term a score. The terms considered for query 
refinement are then those having the best ranking scores. 

 Term Frequency (TF) 
The frequency of visual term appearing in the feedback 

images is one of the simplest possible measures, and has the 
merit of being very fast to compute. In text categorization, 
words with small term frequency are removed since rare 
words are relatively non-informative for category prediction.  

We thus independently associate a score with each term 
based on each of the frequency statistics. The average term 
frequency is computed across the total feedback image set R, 
and the formula is as follows: 
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.
||

),(
)( ∑

∈

=
RI

TF I
Iwtf

wscore                     (13) 

We can then eliminate visual words with scoreTF(w) below a 
threshold. 

 TF-IDF 
The second method is the conventional tf-idf (term 

frequency -inverse document frequency) scheme, which is a 
weighted version of term frequency, and can be defined as 

),||log(
||

),()(
mI

Iwtfwidftf I
T

×=−                (14) 

where |T| is the number of images in the database, and m is 
the number of images that contain the visual term w. The 
intuition is that the term frequency weights the words 
occurring often in a particular image document, while the 
inverse document frequency down-weights the words that 
appear often in the whole target collection. Since tf-idfI(w) 
depends on only a single image document, we compute the 
average statistics across a total of the |R| feedback images as 
the score of visual term: 

.)(
||

1)( ∑
∈

− −=
RI

Iidftf widftfwscore
R              (15) 

 Chi-square (CHI) 
The basic ideas of the first two methods mainly rely on the 

term frequency statistics. A conceptually different approach 
for evaluating the relevance of a visual term to the query 
topics is based on distribution analysis. Ideally, it is expected 
that the frequency of term relevant to the query topic will be 
higher in the top-ranked images than in the whole target 
collection, while the other terms will occur with a similar 
frequency in both sets [5]. Based on this assumption, we thus 
use the difference between the distribution of visual terms in 
feedback images and the overall target collection as an index 
to evaluating the importance of a visual term to the query 
model. 

A number of statistical measures have also been proposed 
for estimating the term association based on co-occurrence 
analysis. The chi-square algorithm is selected in this study 
because it is one of the most effective feature selection 
methods in the IR domain. The chi-square algorithm 
measures the lack of independence between a term and a 
classification category, 

,
)|(

)]|()|([)(
2

2

R
RR

wP
wPwPwscore −

=
χ              (16) 

where P(w|R) is the probability that a relevant image 
contains the visual word w, and )|( RwP  is the probability 
that an irrelevant or background image contains w. P(w|R) 

and )|( RwP  can be estimated by || R
m

 and |||| RT −
u

 
respectively, where m and u are the number of feedback and 
irrelevant images having tf(w,I) > 0.  

B. Candidate Term Feedback 
After acquiring the visual term scores from these 

predefined metrics, we then select the terms with the highest 
scores to update the original query model as follows  
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where τw is 1 if the term w is selected as relevant and 0 

otherwise; ∑ ∑
∈ ∈RI w

Iwtf
}1{'

),'(
τ

 denotes the number of terms that 

are chosen as relevant 
 
5. Experiments and Observations 
 

We start this section by describing the experimental setup 
and implementation details of the proposed framework. We 
then conduct several experiments to show the effectiveness 
of our approach. 
 
5.1. Experimental Setup 
 

A. Experimental Data Set 
We used two datasets to evaluate the effectiveness of the 

proposed method: a database of Oxford building images [16], 
and a RBI (Recognition Benchmark Images) database [18]. 
The RBI database contains 6376 real-world object images, 
which are categorized as groups of 4 images each. All 
images in the same group are the same objects taken from 
different camera poses. We thus use it as our first test data 
for multimedia object mining. The second database, Oxford 
Buildings Dataset [16], contains 5062 images collected from 
Flickr by searching for particular Oxford landmarks. The 

(a) 

(b) 
Figure 1. Examples of our experimental image data sets: 
(a) RBI database (b) Oxford Building Images.  
 

Figure 2. Retrieval performance of different approaches. 
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collection has been manually annotated to generate a 
comprehensive ground truth for 11 different landmarks. 
Similar to [6], we also collect additional 5000 images that are 
not included in the ground truth landmarks from Internet to 
serve as distractors for the retrieval task. Totally we have 
generated an expanded Oxford dataset containing 10062 
images for test. Example images of these two datasets are 
shown in Figure 1. 

We chose these two test collections because they are quite 
different from each other. Both datasets consist of images 
with known relation, but the Oxford dataset is larger and 
much more heterogeneous than RBI. Each image in RBI 
contains only a single object of interest in a controlled 
environment, while images in Oxford have multiple objects 
and complex background. The nature of their topics is also 
different. Topics in the Oxford DB were taken from real 
scenes and landmarks. All these differences make them 
especially suitable to test the robustness of our algorithm, 
and to know the effectiveness of our approach in such 
different environments. 
 

B. Implementation Details 
We have developed a system to evaluate the effectiveness 

of the proposed approach. All of our experiments were run 
on a 3 GHz processor with 1GB memory, and the algorithms 
are implemented in C++. Below we describe our 
implementation details. 

We use the SIFT feature extraction package publicly 
available by David Lowe [12] to identify the keypoints and 
build the local descriptors. The ANN library package [1], 
which is an implementation of the approximate k-d tree, is 
used to lessen the computation burden of nearest-neighbor 
finding. 

The size of visual vocabulary (i.e., number of clusters) is 
an important parameter retreieval performance. We 
experimently select 5000 visual word as the size of visual 
vocabulary. Note that since the purpose of the following 
experiments is to explore whether pseudo-relevance 
feedback is helpful to multimedia image mining, the relative 
performance of the proposed expansion algorithms against 
conventional visual bag-of-words mining model is more 
important than discussing the effect of performance of the 
size of visual vocabulary. Hence, all the approaches are 
based on the same set of visual words for fairness. As to the 
language model, we empirically use β=0.5 and λ=0.5 (i.e., 
equal emphases between the query and feedback models) as 
the parameter set for all the following experiments. 
 
5.2. Retrieval Results on RBI Dataset 
 

We first examine the improvement of retrieval 
performance by combining the language model and pseudo-
relevance feedback with visual BOW. In this experiment, we 
randomly select 50 images from the RBI dataset as query 
images, and the retrieval performance is evaluated by 
“ground truth inclusion ratio (GTIR)”, which is defined as: 

,)(
A

r

Q
Q

ktopGTIR =−                           (18) 

where Qr is the number of ground truth images found in the 
top-k list, and QA is the total number of ground truth images. 
In addition, to get the general performance evaluation, we 
also calculate the average probability of the top-10 retrieval: 

.
7
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10

4
kGTIR

AGTIR k
∑
==                         (19) 

The results are summarized as the curves shown in Figure 
2. The curves marked by ‘BOW-KLD’, ‘VIDE’, and ‘VITE’ 
are all obtained by using the KL-divergence retrieval model, 
but ‘VIDE’ and ‘VITE’ have further performed a single-
round pseudo-relevance feedback by using the visual 
document and the word expansion techniques respectively. 
In this case, we use all the top-k retrieved images as feedback 
information, and 500 most informative visual words are 
selected for term-level feedback. As can be seen, the PRF-
based approaches (i.e., VIDE and VITE) outperform the 
baseline BOW-KLD for all the different top-k values. With 

 
(a) 

 
(b) 

Figure 3. Performance improvement by different rounds 
of feedback: (a) VIDE-EM approach. (b) VITE-CHI 
approach. 

Table 1. Performance comparison of VITE-CHI 
approaches with different number of visual terms 
selected into feedback. 

Term Num AGTIR 
100 0.88588 
300 0.88990 
500 0.8928 
700 0.8928 
900 0.8928 
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carefully treatment, the “cues” lay in the top response images 
of the initial search can obviously help improve the original 
query model. We can also observe that VIDE-EM achieves a 
better inclusion ratio than VIDE-Naive because of the 
introduction of the noise model. However, both VIDE-Naïve 
and VIDE-EM tend to have a slightly degradation in retrieval 
performance when the feedback images are increased (i.e., 
high top-k). This reveals that even with the introduction of 
the background model, the irrelevant terms existing in 
relevant feedback images could still cause the drift of query. 
Visual terms feedback approaches (including VITE-TF, 
VITE-TFIDF, and VITE-CHI) have the best performance 
among all the methods due to the fine-grained term-level 
feedback. Besides, VITE-CHI exceeds VITE-TF and VITE-
TFIDF slightly since the term extraction strategy is more 
discriminative and reasonable. 

Figure 3 further shows the comparison of VIDE and VITE 
with different rounds of feedback. As shown in Figure 3(a), 
we can see that the retrieval performance is quite unstable 
when the feedback rounds (FBs) and feedback images (i.e., 
top-k) are increased. The reason could be that with more 
feedback images joined, more noises will inevitably be 
introduced into the query model estimation at the same time. 
Feedback information thus caused a negative effect on the 
retrieval performance. On the contrary, Figure 3(b) shows 
the retrieval performance of VITE. As can be seen, the 
probabilities of successful retrieval are stably increased with 
the number of feedback rounds, and gradually converge after 
several rounds of feedback.  
Table 1 shows the effect of the number of visual term 
extraction in the VITE-CHI approach. The increase of the 
feedback visual terms brings slightly performance 
improvement, but soon get saturated when joined term 
number is larger than 500. Comparing to VIDE, VITE uses 
less feedback visual words but achieves better retrieval 
performance. The efficacy of term feedback strategy has thus 
been demonstrated. 
 
5.3. Retrieval Results on Oxford Dataset 
 

Compared to RBI, the Oxford dataset is much more 
heterogeneous and noisy. In addition, the ground truth 
images contained in certain category are also not limited to 
only four. Therefore, we adopt an alternative effectiveness 
score as benchmark [31], which is defined as follows: 

∑
=

=
20

1
201 ,),...,(

i
ii XgrrEScore                   (20) 

where ri is the top i-th retrieved image to the query image. Xi 
and gi are defined as 
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The basic idea of EScore is to evaluate the ability of a 
retrieval algorithm that can push relevant images to the front 
of the search result. It is quite reasonable for real world 
retrieval applications since users usually pay most of their 
attention to the very top search results, and tend to ignore the 
rest in the rear. 

In this experiment, we randomly pick 5 images for each 11 
different landmark categories, and all the selected 5×11=55 
images served as queries to search the Oxford database. 
After an initial run using this baseline visual BOW mining 
method, we take the top 20 images for pseudo-relevance 
feedback. Since VIDE-EM and VITE-CHI presented in the 
previous experiment get better performances in the 
corresponding document-level and term-level feedback, we 
thus compare these two methods with the baseline BOW 
method. The results are summarized and shown in Figure 4.  

As can be seen, VIDE-EM achieves better EScore than the 
baseline BOW-KLD approach in most cases. Since the 
Oxford database has a more complex scene, the baseline 
BOW-KLD approach often gets a poor retrieval result. In 
this case, if the quality of the initial search is extremely low, 
then most of the top-ranked images are then probably non-
relevant. Feedback on the whole document level could thus 
fail. This is the reason why the EScore of VIDE-EM in 
several landmark categories are not improved significantly 
(e.g., Balliol and Pittrivers), and some of them are even 
worse (e.g., Keble).  

In contrast to document expansion, VITE-CHI 
outperforms the baseline BOW-KLD in all of the landmark 
categories. Also, feedback on term level has clearly gained 
better results than that on document level. The advantages of 
VITE compared to VIDE can be summarized as two-folds. 
First, VITE does not force the query model to accept the 
unrelated visual words in the irrelevant images. It thus avoids 
the risk of bringing unwanted terms into the query model. 
Second, since irrelevant image could still contain relevant 
visual words with respect to the query object, the term-level 
feedback strategy thus helps keep informative visual words 
and drop the rest. Hence, the unreliable initial search result 
affects less to the feedback process.  
Figure 5 gives some visual examples of the object retrieval 
results based on the baseline BOW-KLD and VITE-CHI. As 
can be seen, the proposed PRF-based approach provides a 

Figure 4. Performance improvement by different rounds 
of feedback: (a) VIDE-EM approach. (b) VITE-CHI 
approach. 
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“push-forward” effect, which pushes the relevant images into 
the front of search result queue. The re-ranking results will 
give a considerable time-saving for whom spending time on 
finding the desired objects in images. 
 
6. Conclusion 
 

Ambiguity is an inherent feature of multimedia 
information mining. The query a user submitted is usually 
vague and incompletely specified. Even given a high-
resolution image of the query object, the essential visual 
BOW framework could still fail to mine the desired images 
because of the inherently complex and ambiguous 
vocabulary problem. 

In this paper, we present two fine-grain PRF methods for 
addressing the term-mismatch problem. Rather than directly 
appending the feedback information into query, the initial 
retrieved images in the VIDE approach are carefully 
processed so that the performance degradation caused by 
irrelevant noise can be alleviated. In addition to smoothing 
the feedback model, we also proposed a more fine-grain 
VITE feedback strategy that only selects the most 
informative visual terms to refine the query language model. 
We demonstrate the effectiveness of the proposed methods 
through several experiments. The proposed PRF-based 
framework has shown an impressive improvement on the 
retrieval performance.  

One of the future directions of this approach is to study 
the effect of integrating PRF with content-based image 
annotation. Since the performance of content-based 
annotation systems relies on exploiting the implicit semantic 
tags in the search result images, the improvement of search 
accuracy is more prominent for such applications 
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Figure 5. The top results from original visual BOW search and our PRF-based (VITE-CHI) approach. Query examples 
are from the RBI (top) and Oxford (bottom) datasets respectively. We circled the results that are relevant to the query 
to show the push-forward effect of the proposed algorithm. Note that the RBI query has found all ground truth images 
and puts all of them on the top of the retrieved image queue after re-ranking. 
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